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Abstract
Accurately localizing objects in images and videos is a cornerstone of Computer Vision, with a vast number of practical applications. Common approaches
in videos typically localize objects in frames and link them across frames.
Many works base this linking on hand-designed features, heuristics and hard
coded constraints that are suboptimal. In contrast, we learn deep matching
models and motion patterns, moving towards a completely data-driven tracking
framework. This dissertation has three contributions in the tracking pipeline.
First, we aim to speed up object detection, the first step in the tracking pipeline.
We introduce a novel algorithm for generic object detection based on Prim’s algorithm. Our algorithm produces a small set of object proposals that are passed
down the object detection pipeline. It yields high detection rates and windowproposals that tightly fit objects, without the need class-specific information.
Secondly, we study how to track objects from detections for the application of
monitoring traffic in surveillance cameras. We observe that motion can be a
helpful cue for tracking in these scenes with structured motion patterns. We
show that we can use a small set of scene-specific trajectory annotations and
unsupervised event recognition to learn how vehicles move and in which regions of the image relying on appearance is not sufficient. We further show
that we can leverage such single-target tracking methods to link detections in a
tracking-by-detection paradigm.
The third and final contribution addresses the more general scenario of tracking pedestrians in street-level moving cameras. In line with our data-driven
tracking goal, we argue that more training data is necessary for such scenarios
and propose a new way to efficiently annotate trajectories in videos based on
weak path annotations. We use our framework to annotate a large-scale dataset
and show that a quantity-over-quality annotation strategy is ideal to learn rich
detection-matching deep models. We hope that our work spurs research towards a fully data-driven tracking pipeline.

Zusammenfassung
Die genaue Lokalisierung von Objekten auf Bildern ist ein zentraler Punkt
der Bildverarbeitung mit einer riesigen Nummer von praktischen Anwendungen. Gewöhnliche Vorgehensweisen für Videos lokalisieren Objekte in Rahmen und verknüpfen sie über eine Reihe von Rahmen. Diese Verknüpfung basiert in vielen Arbeiten auf manuell entworfenen Features, Heuristiken und
Beschränkungen, was suboptimal ist. Dagegen lernen wir tiefe Vergleichs- und
Bewegungsmodelle, womit wir in Richtung auf ein komplett datengesteuerte Tracking Framework gehen. Diese Dissertation steuert drei Beiträge zur
Trackingpipeline bei.
Als erstes ist unser Ziel Objekterkennung, der erste Schritt der Trackingpipeline, zu beschleunigen. Wir führen einen neuen Algorithmus für allgemeine
Objekterkennung ein, der auf Prims Algorithmus basiert. Unser Algorithmus
generiert eine kleine Menge Objektvorschläge, die an weitere Schritte in der
Erkennungspipeline weitergeleitet wird. Die Vorschläge beinhalten die meisten
Objekte der Bilder mit einer guten Passform und es wird keine klassenspezifische Information benötigt.
Zweitens studieren wir Objekttracking mit Anwendungen in Verkehrsanalyse
mit Überwachungskameras. Wir beobachten, dass man eine kleine Menge von
ortspezifischen Annotationen und unüberwachten Ereigniserkennung benutzen
kann um zu lernen, wie sich Autos bewegen und in welchen Bereichen des Bildes die Erscheingungsinformation nicht zuverlässig ist. Zusätzlich zeigen wir
wie man sich solche Trackingmethode für Einzelobjekte zunutze machen kann,
um Detektionen in einem tracking-by-detection Paradigma zu verknüpfen.
Der letzte und dritte Beitrag behandelt das allgemeinere Thema von Tracking
von Fussgänger auf Videos einer sich bewegenden Kamera. In Übereinstimmung
mit unserem datengesteuerten Ziel argumentieren wir, dass für solche Fälle
mehr Trainingsdaten benötigt werden, und wir schlagen einen neuen Weg vor,
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um Trajektorien auf Videos schnell zu annotieren. Wir benutzen unser Framework um einen großen Datensatz zu annotieren und beweisen, dass eine Massestatt-Klasse Annotationsstrategie ideal ist, um starke tiefe Trackingmodelle zu
lernen. Hoffentlich wird unsere Arbeit die zukünftige Forschung in komplett
datengesteuertem Tracking vereinfachen.

Acknowledgements
Pursuing a PhD often feels like a roller coaster. Months without apparent
progress, feeling like a worm, when everything suddenly falls into place and
results in a publication. An idea developed for weeks is suddenly invalidated
by a new or previously-unknown piece of work. These peaks and valleys can
be hard on the researcher. Thankfully, I had strong social support that kept me
grounded, helped me trivialize things and gain perspective.
First, I would like to thank Prof. Luc Van Gool for giving me the opportunity
to pursue a PhD in his group. He has created a secure environment, where his
students have ample room to pursue their interests.
My deepest gratitude goes to Dr. Matthieu Guillaumin. He gave me the best
possible introduction to research. His passion was inspiring and a driving force
for my first works. His critical mind allowed him to find weak spots in established paradigms and gave him a great intuition for fruitful research directions.
However, what I most vividly remember is how he treated me as equal in our
discussions, in spite of the difference in experience. He knew how to listen,
becoming a wall at which to throw ideas against, then adapt and give useful
feedback. His love for the written communication was infectious, often editing
and re-editing whole articles in a single night.
Together with Matthieu, Dr. Junseok Kwon represents the best supervision I
can imagine and I will strive to emulate it in the future. Junseok has some of
the best listening skills I have ever experienced. Once, we had a meeting for
over two hours, where I just kept rambling on and on, jumping from one idea to
the next and expressing my doubts about our research direction. He was quiet.
He listened. Attentively. He then delivered a single sentence that hit the nail
right on the head, enabling the success and further publication of our work.
My next thanks goes to Dr. Dengxin Dai and Dr. Michael Gygli, with whom I
worked on my last projects. Dengxin embodies perseverance. Once he sets his

viii

ACKNOWLEDGEMENTS

mind on something, he pursues it relentlessly, always with a smile on his face.
Michael’s self-esteem naturally translates into his work. He was always able
to find value in our work, while finding flaws in competing methods, crucial in
times of uncertainty and doubt. Both are passionate in their work and excellent
human beings.
At this point, I could go on thanking my family, my friends and the rest of the
lab. But this is obviously implied and I do not want to dilute the contribution
of the people who contributed the most to this thesis. There is, however, one
last person I would like to thank. Her cheerfulness brightened my day, her love
warmed my heart and made me a better person. Gracias.
Thank you all. I could not have been in better company.

Contents
List of Figures

xiii

List of Tables

xix

1 Introduction
1.1 Contributions of this thesis . . . . . . . . . . . . . . . . . .
1.2 Organization of this thesis . . . . . . . . . . . . . . . . . .
2 Related work on multi-object tracking
2.1 Tracking-by-detection . . . . . . .
2.1.1 Offline tracking . . . . . . .
2.1.2 Monocular online tracking .
2.1.3 Stereo tracking . . . . . . .
2.2 Object detection . . . . . . . . . .

1
2
3

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

5
. 5
. 6
. 9
. 11
. 12

3 Fast object proposals
3.1 Introduction . . . . . . . . . . . . . . . . . . . . .
3.2 Related Work . . . . . . . . . . . . . . . . . . . .
3.3 The Randomized Prim’s Algorithm . . . . . . . .
3.3.1 Description of the Core Algorithm . . . . .
3.3.2 Multinomial Sampling over a Dynamic Set
3.3.3 Randomized Stopping Criterion . . . . . .
3.4 Randomized Prim’s for Object Proposals . . . . .
3.4.1 Learning Edge Weights . . . . . . . . . .
3.4.2 Termination function . . . . . . . . . . . .
3.5 Experiments . . . . . . . . . . . . . . . . . . . .
3.5.1 Data sets and evaluation protocol . . . .
3.5.2 Variants of our approach . . . . . . . . .
3.5.3 Comparison with the State-of-the-art . . .
3.6 Conclusion . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

15
15
17
18
19
20
20
21
22
24
24
24
25
27
30

x

C ONTENTS

4 Learning to tracking from few annotations
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . .
4.2 Related work . . . . . . . . . . . . . . . . . . . . .
4.3 Tracking with motion and deceptiveness transfer .
4.4 Training phase: Learning to track . . . . . . . . . .
4.4.1 Learning the visual deceptiveness of tracks
4.4.2 Automatic annotation selection . . . . . . .
4.5 Conditioning transfer on an event model . . . . . .
4.6 Experiments . . . . . . . . . . . . . . . . . . . . .
4.6.1 Dataset and experimental protocol . . . . .
4.6.2 Comparison with the state of the art . . . .
4.6.3 Baseline comparison . . . . . . . . . . . . .
4.6.4 Speed . . . . . . . . . . . . . . . . . . . . .
4.7 Conclusion . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

33
33
35
36
38
38
42
43
45
45
46
48
50
50

5 Leveraging single for multi-target tracking
5.1 Introduction . . . . . . . . . . . . . . . . . .
5.2 Global Data Association Framework . . . .
5.3 Trajectory Overlap Affinity Measure . . . . .
5.3.1 Learning the TO affinity measure . .
5.4 Experiments . . . . . . . . . . . . . . . . .
5.4.1 Datasets and experimental protocol
5.4.2 Comparison to the state of the art .
5.4.3 Further insights . . . . . . . . . . . .
5.5 Conclusion . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

53
53
56
57
59
60
60
64
66
67

.
.
.
.
.
.
.
.
.
.
.

69
69
71
73
74
74
78
78
79
80
81
81

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

6 Scaling up annotations for multi-object tracking
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . .
6.2 Related work . . . . . . . . . . . . . . . . . . . . . .
6.3 Trajectory annotation with path supervision . . . . .
6.3.1 Path supervision . . . . . . . . . . . . . . . .
6.3.2 From path supervision to full box trajectories
6.3.3 Incorporating box supervision . . . . . . . . .
6.4 The PathTrack dataset . . . . . . . . . . . . . . . . .
6.4.1 Dataset overview . . . . . . . . . . . . . . . .
6.4.2 Crowdsourcing path annotations . . . . . . .
6.5 Experiments . . . . . . . . . . . . . . . . . . . . . .
6.5.1 Trajectory annotation efficiency . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

xi

C ONTENTS

6.5.2 Person matching . . . . . . . . . . . . . . . . . . . 84
6.5.3 Multi Object Tracking . . . . . . . . . . . . . . . . . 86
6.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . 86
7 Conclusions
7.1 Summary of the thesis . . .
7.2 Future work . . . . . . . . .
7.2.1 Object detection . .
7.2.2 Surveillance tracking
7.2.3 Street-level tracking

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

Appendices

89
89
90
90
91
91
93

A Optimization properties and additional results (Chapter 4) 95
A.1 Deceptiveness Learning Properties . . . . . . . . . . . . . 95
A.2 Complementary Plots . . . . . . . . . . . . . . . . . . . . 96
B Data collection and experiment details (Chapter 6)
B.1 OF-trajectory affinity measure . . . . . . . . . . .
B.2 Video collection . . . . . . . . . . . . . . . . . . .
B.3 Annotation time . . . . . . . . . . . . . . . . . . .
B.4 LP tracker . . . . . . . . . . . . . . . . . . . . . .
B.5 Tracklet association . . . . . . . . . . . . . . . .

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

101
101
102
103
104
105

List of Figures
1.1 Tracking is specially challenging in crowded scenes, rapidly
moving objects and similar object appearance. Learning
is necessary to generalize to complex scenarios. . . . . .
3.1

Detecting any object in images (bounding-boxes in blue) is a
recent development of computer vision. We compare the best
proposals of our approach (in yellow) with Objectness ([Alexe
et al., 2012], in red) on four images of the VOC2007 dataset.
Our algorithm generates tighter-fitting windows. [NB: Figures
best viewed in color.] . . . . . . . . . . . . . . . . . . . . . .

2

15

3.2 (a) The Randomized Prim’s algorithm initializes the tree
T1 (green) with a random node. At iteration k (b-d), a
new edge is added to the tree Tk . The edges are sampled from the set Ek (red) of edges connecting Tk to its
frontier, proportionally to their edge weights. The Prim’s
algorithm corresponds to always selecting the edge in Ek
with maximum weight. . . . . . . . . . . . . . . . . . . . . 19
3.3 We apply the Randomized Prim’s algorithm to the connectivity graph of superpixels of an image (a). (b) It starts
with one superpixel (green). At each iteration (c), it samples a neighbouring superpixel (red) and decides to add it
or return the bounding-box as a proposal (d). The brightness of red indicate the relative probability of sampling
superpixels (lighter means more probable). The superpixels in blue are not connected to the current tree, hence
cannot be sampled. . . . . . . . . . . . . . . . . . . . . . 21
3.4 Performance of our algorithm, for 10, 000 proposals, sampling from individual segmentations or from all. . . . . . . 26

xiv

L IST OF F IGURES

3.5 Detection rates for various sampling strategies, relative
to the performance of uniform sampling. Learnt weights
for random sampling achieves the best performance for
IoU ≥ 0.65. . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.6 Comparison of detection rates obtained by 3 state-of-the-art

3.7

methods and ours (RP). We plot the performance for various
thresholds of IoU (top row) and various numbers of proposal
windows (bottom row). Please refer to the text for discussion.
The black crosses represent the average number of proposals
provided by each method (except ours). . . . . . . . . . . . .

29

Best windows proposed by our method (yellow), out of 1000,
for the ground-truth annotations (blue). The examples in the
bottom right show some limitations of our approach. It fails to
merge two parts of the same object that are dissimilar and have
a thin common border or when the superpixel segmentations
miss object boundaries. . . . . . . . . . . . . . . . . . . . .

32

4.1 At training time, we obtain trajectory annotations (1) we associate them to the events in the scene and we learn their visual
deceptiveness ρ (2). At test time (right), we transfer displacement δ and deceptiveness ρ from the closest annotations in the
same event and combine it with the appearance model to predict the next location of the object. (All our figures are best
viewed in color) . . . . . . . . . . . . . . . . . . . . . . . .

34

4.2 We learn how to make the tracker reproduce a trajectory that
is closer than trackingError to the ground-truth. We start by
completely trusting appearance (~ρe = 0) and we track with it. If
trackingError goes over θ then an update is applied to ~ρe and we
restart tracking. The process is repeated until ~ρe is high enough
to fulfill the trackingError constraint. (NB: The original images
have been flipped for clarity.) . . . . . . . . . . . . . . . . . .

40

4.3 Learning ρe independently for each object can give different results. Compared to b), a) is easier to track because it is bigger
and c) is harder to track because it contrasts more with the occluding traffic lights. . . . . . . . . . . . . . . . . . . . . . .

41

L IST OF F IGURES

xv

4.4 Comparison of raw and consistent deceptiveness. Note the
variability of ρe and how ρ manages to detect the underlying difficult zones, cropped occlusions in b). The intensity of ρ translates to the difficulty of the occlusions. . . . . . . . . . . . . .

41

4.5 Trajectory annotations we obtain with the IAP annotation selection method. . . . . . . . . . . . . . . . . . . . . . . . . . . 42
4.6 Illustration of our full learning phase with 40 annotations for
Hospedales1, with trajectories and deceptiveness conditioned
on events. Ambiguous regions present in the original annotations (top) do not occur in event trajectories. . . . . . . . . . .

45

4.7 In a) we compare our IAP annotation selection method with a
random ranking baseline using a fixed ρ of 0.2 and all events
(over 10 different runs). b) compares the results of the proposed framework using different variants of deceptiveness (see
text). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

48

4.8 a) shows some cases in which our framework improves the
tracking results. Ground truth in green, [Jia et al., 2012] in
red and ours (40 annotations) in blue. Our method can track
through deceiving zones by following previously learned trajectories in the regions where the original tracker failed at training time. b) shows a comparison of conditioning the transfer
on one or all events with fixed and learned deceptiveness for
Hospedales1. . . . . . . . . . . . . . . . . . . . . . . . . .

49

5.1 We (1) compute object detections, (2) from which we initialize a
visual tracker to obtain short trajectories, which we use for (3)
global data association. . . . . . . . . . . . . . . . . . . . . .

53

5.2 Illustration of the Trajectory Overlap (TO) affinity measure. For
each detection we (1) run a visual tracker to obtain short trajectories (ν) that we use to (2) make trajectory predictions (T i ).
(3) TO can handle ambiguous cases in which two detections
are separated by a number of frames (gap), by measuring the
overlap of the predicted trajectories. . . . . . . . . . . . . . .

57

5.3 (a) Precision-Recall curve of the 3 object detectors considered
and (b) the proposed TO affinity measure vs. other measures
and tracking frameworks using the retrained [Felzenszwalb et al.,
2010] detector for Hospedales3 and Kuettel1. . . . . . . . . .

62

xvi

L IST OF F IGURES

5.4 Examples where our TO affinity measure allows tracking trough
full occlusions and trajectory crossings. Only selected tracks
are shown to avoid clutter. Dashed windows indicate objects
that we manage to track during occlusions, when detections
are not available. . . . . . . . . . . . . . . . . . . . . . . . .

63

5.5 We compare in (a) several motion models for different trajectory
lengths τ . (b) shows the MOTA for different neighbourhoods
and motion models. . . . . . . . . . . . . . . . . . . . . . . .

65

6.1 This sequence is heavily crowded with similarly-looking
people. Annotating such sequences is typically time-consuming
and tedious. In our path supervision, the user effortlessly follows the object while watching the video, collecting path annotations. Our approach produces dense
box trajectory annotations from such path annotations. . . 70
6.2 Overview of our pipeline. a) We take path annotations
(p1 , p2 , p3 ) and object detections as input. b) We prelabel each detection with a potential path candidate, creating detection clusters (G1 , G2 , G3 ). c) For each cluster, we compute the most likely trajectory via ST shortest
paths. Finally, we output full bounding-box trajectories
(T1 , T2 , T3 ) for each path annotation. . . . . . . . . . . . . 73
6.3 Over a set of prelabeled detections a min-cost flow network is defined. Each detection is represented by an
observation edge with the confidence cost. ST-shortest
paths are computed over this graph, red shadow. . . . . . 76
6.4 Scene-label distribution in PathTrack. We show in a) the
distribution of camera-movement labels. Almost three
quarters of the sequences have been recorded with a
moving camera. We show in b) the distribution of scenetype labels and corresponding examples. More than half
of the sequences are street scenes. c) Statistics of PathTrack. Videos are up to 2 minutes long. . . . . . . . . . . 79
6.5 Performance comparison of 3 state-of-the-art trajectory
annotation frameworks and ours. We plot the annotation
accuracy for different box-annotation budgets. . . . . . . . 82

L IST OF F IGURES

xvii

6.6 We compare the efficiency of our method with the state
of the art for 0.5 and 0.7 IoU thresholds. The time measurements derive from a user study with 91 subjects. . . . 83
6.7 We show in a) qualitative results of our person matcher
on PathTrack. False positives are even challenging for
humans. b) Evolution of matching accuracy for different
amounts of training trajectories. Training on the 15,380
trajectories of PathTracks results in an accuracy of 88%,
reducing the misclassification rate by 45%, compared to
MOT15. c) Person-matching accuracy for different annotation times using path supervision (blue) or exhaustive LabelMe annotation (red). A high-quantity annotation strategy with our path supervision provides the best
accuracy for the same annotation-time budget. . . . . . . 84
A.1 Annotation selection on both datasets and both metrics. . 97
A.2 Event modelling for both datasets and metrics. . . . . . . 98
A.3 Learning deceptiveness for both datasets and metrics. . . 99
B.1 Detections that share many OF-trajectories are likely to
belong to the same object. . . . . . . . . . . . . . . . . . . 102

List of Tables
3.1 Split time cost of RP for about 1000 unique proposals, averaged
over the 2941 test images of PASCAL VOC2007. [Alexe et al.,
2012] and [Van de Sande et al., 2011] take 2.8s and 3.9s per
image (resp.). Sampling is particularly efficient and scales linearly with the number of proposals. The measures have been
taken on 1 desktop CPU (3.50GHz). Trivially parallelizable processes are marked with *. . . . . . . . . . . . . . . . . . . .

27
3.2 Comparison of VUS with linear or log scaling of #win. #win
varies from 1 to 10,000 proposals, and θ from 0.5 to 1.0. . . . . 28
4.1

5.1
5.2
5.3
5.4

Comparison with the state of the art on 61 tracks in Hospedales1
and 100 tracks in Hospedales3. The improvement of our approach with respect to the state of the art is shown in blue in
parenthesis. In bold we show the best method between [Jia
et al., 2012], [Kalal et al., 2012], [Hare et al., 2011] and using
10 annotations in our method. . . . . . . . . . . . . . . . . .

47

Learned weights (w, b) for TO. . . . . . . . . . . . . . . . . .

60
Comparison in the MOT Benchmark. Best in bold. . . . . . . . 64
Comparison in Hospedales3 and Kuettel1. Best in bold. . . . . 64
Tracking performance comparison (measured in AP) for
different object detectors. These evaluations refer to the
Sequences Hospedales3 and Kuettel1. . . . . . . . . . . 65

6.1 Comparison of PathTrack with other popular MOT datasets. 71
6.2 We show in a) how training on PathTrack improves all metrics
compared to training on MOT15. We use in b) our personmatcher (TRID) to improve the top method in MOT15. . . . . .

87

xx

L IST OF TABLES

B.1 Time measurements from our user study. The watching
slow-down γ is only necessary for path supervision and
the context-switching penalty only to the active learning
version of VATIC [Vondrick & Ramanan, 2011]. . . . . . . 103

1
Introduction
Enabled by the ubiquity of video recording devices in our society, 300 hours of
video are being uploaded to YouTube every minute. Nowadays, recording and
storing videos is inexpensive, and processing them is interesting for a variety
of applications. One such application is tracking objects in videos. Tracking
can be considered as the temporal extension of object detection in videos. It requires the detection of objects in every frame and their correspondences across
frames. This is a vital task for many practical applications. Accurate tracking of pedestrians and vehicles is vital for safe autonomous driving. Robots
need to track the environment to explore it effectively. This includes localizing and identifying humans to interact with them. Smart surveillance cameras
have the potential of reacting quickly to traffic accidents and suspicious human
behavior.
These applications are usually tackled in two-steps with the tracking-by-detection
paradigm. Objects of interest are first detected in every frame independently
and then associated, across frames, into trajectories. Ideally, tracking systems
can leverage temporal information to correct detection errors. However, frequent occlusions in crowded scenes combined with unreliable detections and
moving cameras make tracking a very challenging task, c.f. Fig. 1.1.
Tracking systems have typically relied on handcrafted features and heuristics.
This has resulted in suboptimal models overfitted to a small set of sequences.
In order to make trackers more generalizable, recent advances in deep learning
suggest that we can learn end-to-end rich models directly from image pixels.
This paradigm is slowly reaching the tracking community, historically limited
by the size of annotated data.
The present work contributes both in the detection and the association stage, by
studying ways to scale up and leverage training data in the form of trajectory

2

1. I NTRODUCTION

Figure 1.1: Tracking is specially challenging in crowded scenes, rapidly moving objects and similar object appearance. Learning is necessary to generalize to complex
scenarios.

annotations. We pave the way towards fully data-driven end-to-end tracking
systems that can generalize to a wide variety of tracking scenarios.

1.1

Contributions of this thesis

The first contribution is on speeding up object detection, the first step in a
tracking-by-detection pipeline. We propose an efficient algorithm to generate object proposals based on Prim’s algorithm. Our method is an order of
magnitude more efficient than the state of the art and produces more accurate
proposals.
The second contribution focuses on tracking traffic in surveillance footage. We
make the observation that learning from a small number of scene-specific trajectory annotations can boost the performance of visual tracking. Concretely,
we learn typical motions and how to weight appearance and motion cues. This
improves test-time performance while barely making a dent on efficiency. Conditioning on spatio-temporal global events further improves tracking results.
We additionally propose how single-target tracking methods can be incorporated in a global multi-target tracking framework, enabling knowledge transfer
between these two domains. This is particularly useful when associating sparse
detections typical in surveillance scenarios.
The last contribution considers the more general problem of tracking in streetlevel scenes with moving cameras. Based on recent advances in deep learn-
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ing, we suggest that the tracking community can benefit from larger datasets.
However, annotating trajectories in videos is expensive. Thus we propose an
efficient weakly-supervised trajectory annotation framework based on path supervision and use it to collect a large-scale dataset, 30 times larger than previously available ones. The proposed framework is ideal for quantity-overquality annotation strategies, favored by deep learning. And training on our
data consistently improves tracking results, both on our dataset and on MOT15
[Leal-Taixe et al., 2015].

1.2

Organization of this thesis

Chapter 2 provides an overview of the related work on tracking and object
proposals. It focuses on recent work made public after our contributions. Each
subsequent chapter provides a more detailed section of related work specific to
its contribution.

Chapter 3 presents a novel and efficient method for generic object detection
based on a randomized version of Prim’s (RP) algorithm. Using the connectivity graph of an image’s superpixels the algorithm generates random partial
spanning trees with large expected sum of learned edge weights. Object localizations are proposed as bounding-boxes of those partial trees. The method
samples proposals very quickly, while yielding very high detection rates and
windows that tightly fit objects. Object proposals with RP accelerate subsequent object detection and tracking in videos.
S. Manen, M. Guillaumin, and L. Van Gool. Prime Object Proposals with Randomized
Prim’s Algorithm. ICCV 2013.

Chapter 4 focuses on visual tracking traffic scenes with surveillance cameras. This is usually done by combining at each step an appearance and a
motion model. In this chapter, we learn from a small set of training trajectory annotations how the objects in the scene typically move and the relative
weight between the appearance and the motion model. Further, we condition
the transference on an event model. On a set of 161 manually annotated test
trajectories, we show in our experiments that learning from just 10 trajectory
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annotations halves the center location error and improves the success rate by
about 10%.
S. Manen, J. Kwon, M. Guillaumin, and L. Van Gool. Appearances can be deceiving:
Learning visual tracking from few trajectory annotations. ECCV 2014.

Chapter 5 proposes the integration of visual trackers (VT), including the one
in Chapter 4, in a global multi-object tracking (MOT) framework. This enables
the transfer of improvements in VT to the MOT problem. In particular, given
two detections at different frames, we perform VT starting from each of them
and towards the frame of the other. We then learn a metric with features extracted from the behaviours (e.g. overlaps and distances) of the two tracking
trajectories. By plugging our learned affinity into the standard MTT framework, we are able to cope with occlusions and large amounts of missing or
inaccurate detections.
S. Manen, R. Timofte, D. Dai, and L. Van Gool. Leveraging single for multi-target
tracking using a novel trajectory overlap affinity measure. WACV 2016

Chapter 6 considers the challenging scenario of tracking in crowded urban
environments from head-level footage. We present an efficient framework to
annotate trajectories and use it to produce a MOT dataset of unprecedented
size. Our path supervision paradigm lets the annotator loosely track the object with a cursor while watching the video. These path annotations, together
with object detections, are fed into a two-step optimization to produce full
bounding-box trajectories. We show the potential of the proposed dataset by
using it to retrain an off-the-shelf person matching network almost halving
the misclassification rate. Training on our data consistently improves tracking results and our experiments validate our quantity-over-quality annotation
strategy.
S. Manen, M. Gygli, D. Dai, L. Van Gool. PathTrack: Fast Trajectory Annotation with
Path Supervision. arXiv:1703.02437 [cs], Mar. 2017.

Chapter 7 concludes with a discussion of the results of our work and proposes future research directions.

2
Related work on multi-object tracking
This section presents a survey of current object tracking methods, with emphasis on recent works and general trends. The aim is to complement the more
specific related work sections in the following chapters with an updated version
of the current state of the art.
In the following sections, we first focus in Sec. 2.1 on tracking-by-detection
methods, i.e., those that link detections into trajectories. We omit other directions of research, such as contour tracking or tracking with an initialization
[Yilmaz et al., 2006; Smeulders et al., 2014]. Sec. 2.2 then describes current
works on object detection, since good detections are critical for good tracking
performance. We put special emphasis on object proposals, as it is most related
to Chapter 3 on this thesis.

2.1

Tracking-by-detection

Tracking-by-detection (TBD) methods link object detections into trajectories.
Applications that profit from this include: traffic monitoring from surveillance
cameras [Koller et al., 1993; Coifman et al., 1998], face tracking for virtual
reality and video game applications [Bradski, 1998] and tracking people and
study their social behaviours [Mckenna et al., 2000]. Initial techniques tended
to focus on static cameras and exploited background subtraction techniques
[Mckenna et al., 2000]. Typical object representations included object contours
[Koller et al., 1993], color models [Bradski, 1998; Perez et al., 2002] and interest points [Coifman et al., 1998]. With the generalization of the MOT problem
to moving cameras and crowded scenarios, more robust representations have
been adopted from other fields of Computer Vision.
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We can further classify TBD methods according to the information they use.
Batch or offline trackers have access to past and future frames and aim to use
all this information to infer accurate trajectories, usually in a global optimization. Instead, online trackers only have access to previous history, which makes
them applicable for autonomous driving and real-time anomalous-event detection. The lack of future-frame information, combined with the existence of
false positive detections, have encouraged a recent trend of near-online trackers. These keep a set of trajectory hypotheses at each point in time, which
they adapt as new information becomes available [Choi, 2015; Fagot-Bouquet
et al., 2016]. We continue below with a more detailed literature-review of these
paradigms in monocular TBD and finalize with trackers that use stereo information.
2.1.1

Offline tracking

Offline trackers usually apply inference over whole sequences in a global optimization. [Zhang et al., 2008] casted the TBD problem as a Min-Cost Flow
(MCF) optimization. They derived an energy function from a probabilistic
interpretation of the data association problem, which takes into account detection confidences, transition probabilities and entry/exit costs. The resulting
energy function can be optimized with Linear Programming (LP) [Leal-Taixé
et al., 2016] or scaling Push-Relabel [Zhang et al., 2008]. For a sequence of N
frames their method has a complexity of O(N 3 log N ), assuming fixed number of detections per frame. So its practical application on long sequences
requires a divide-and-stitch strategy. [Pirsiavash et al., 2011] explored greedy
and Dynamic Programming (DP) approximating algorithms to solve the energy
function. Their ”successive shortest-paths” algorithm reduced the complexity
to O(KN log N ) to track K objects in N frames and reported competitive
empirical results.
[Tang et al., 2015] and [Kim et al., 2015] propose alternative formulations for
the TBD problem. [Tang et al., 2015] recently poses TBD as a Minimum Cost
Subgraph Multicut optimization. They make the observation that detectors usually produce similar boxes for the same object and that this complicates directly
inferring unequivocal trajectories. In their formulation, they first partition the
detection-graph in clusters of detections and then find the final trajectories by
averaging co-occurring detections in each frame. This is similar in spirit to
Sec. 6. With the appearance of a standardized dataset for the TBD problem
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[Leal-Taixe et al., 2015], some older trackers have been revisited to see how
they perform with new and more general sequences and with new appearance
models. One example is Multiple Hypothesis Tracking (MHT), which was
originally proposed by [Reid, 1979] and has recently been revisited with new
appearance models by [Kim et al., 2015]. MHT explores the space of trajectories in a breadth-first search manner. The main contribution of [Kim et al.,
2015] is a strategy to quickly prune half of the branches in every frame, lowering memory-usage. Compared to MCF [Zhang et al., 2008], MHT allows
encoding higher order potentials, such as trajectory smoothness or global appearance models.
Tracking-by-detection is a difficult task and has received considerable of attention over the last decade. We now group and review the latest works according
to their focus.
Hierarchical association The aforementioned approaches directly associate
on the space of detections. Other works [Yang & Nevatia, 2012a] first associate the detections in short and confident tracklets, with the hope of extracting
more discriminative appearance and motion features. Some of the first works
to do this were [Li et al., 2009] and [Huang et al., 2008]. [Li et al., 2009]
extended the formulation of [Zhang et al., 2008] to a hierarchical formulation
by incrementally increasing entry and exit costs. Tracklets associated in lower
levels of the hierarchy were considered nodes to associate in higher levels. On
a high level, they dropped the requirement of a global optimum for the original
problem of [Zhang et al., 2008] in order to leverage more discriminative similarity features. [Huang et al., 2008] defined a 3-level hierarchical structure and
solved a different optimization at each level. More recently, [Wen et al., 2014]
and [Dehghan et al., 2015] have advocated for hierarchical tracking. [Dehghan
et al., 2015] posed the tracking problem as a Generalized Maximum Multi
Clique Problem (GMMCP). Their algorithm partitions the association graph in
highly cohesive cliques, i.e., clustering highly affine tracklets. The procedure
is applied to obtain 1-second-long tracklets and is repeated to obtain trajectories in a hierarchical fashion. This is an extension of their original GMCPtracker [Zamir et al., 2012], which sequentially solved for maximum cliques in
a greedy manner, instead of solving for all of them simultaneously.
Appearance modeling Appearance is a very useful cue for data association
and has been the focus of multiple TBD works. [Kuo et al., 2010] used the
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hierarchical framework of [Huang et al., 2008] and learned image descriptors
with AdaBoost. [Yang et al., 2011] learns a Conditional Random Field (CRF)
with RankBoost. Each node of the CRF is a pair of tracklets and each edge
is a dependency between tracklet pairs. Inference on the hypergraph comes at
the cost of squaring the number of nodes, substantially increasing algorithmic
complexity. They partially alleviate this using a temporal sliding-window. A
CRF framework has more recently been proposed by [Le et al., 2016]. [Milan
et al., 2015] makes the observation that appearance models for tracking should
only rely on foreground objects, i.e., to limit the influence of background distractions. They thus do direct inference on the space of superpixels, instead of
the space of detections, simultaneously obtaining segment trajectories and their
corresponding bounding boxes. Current research clearly tends to leverage Neural Networks, and more specifically Siamese Convolutional Neural Networks
(S-CNN) [Leal-Taixé et al., 2016] and Recurrent Neural Networks (RNNs)
[Sadeghian et al., 2017], to improve the appearance models used in tracking.

Motion modeling Motion models have commonly been proposed to deal
with occlusions and missing detections. Beyond the traditional constant velocity model, [Yang & Nevatia, 2012a] used confident trajectories in surveillance
scenes to learn entry and exit points and typical non-linear motions. An apparent problem of such an approach is the reinforcement of mistakes made by
the tracker, i.e., self-learning can lead to drifting. [Ding et al., 2008] proposed
an elegant way to measure motion similarity between tracklets. They measure
the motion dissimilarity as the rank of their combined Hankel matrix. This
formalizes a preference for simple trajectories when combining tracklets. This
work was improved upon by [Dicle et al., 2013], who proposed a novel way
to efficiently estimate the rank of an incomplete Hankel matrix corrupted with
additive noise. Common TBD approaches tend to linearly interpolate between
detections that belong to the same object. Instead, [Milan et al., 2016b] proposed representing trajectories as splines in a continuous space. This involved
an optimizing iteratively in the discrete space of detection assignments and
the continuous space of trajectory hypotheses, i.e., splines. Modeling motion
in moving cameras is challenging, if the ego-motion component is unknown.
Modern methods simplify by incorporating motion in deep models [Leal-Taixé
et al., 2016; Sadeghian et al., 2017].
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Social interaction models Some works propose social interaction models as
an additional cue for tracking pedestrians in videos. [Leal-Taixé et al., 2011]
introduced three social components in the classical Linear Programming (LP)
framework: a) a constant velocity assumption, b) a collision avoidance term
and c) group attraction forces. In their more recent work [Leal-Taixé et al.,
2014], they directly predict the velocity of a pedestrian from appearance features extracted from a window centered on it, which is arguably more robust
in the presence of false negatives. [Qin & Shelton, 2012] also aims to disambiguate the linking problem via social grouping. They iteratively optimize for
trajectories given fixed group-assignments and group-assignments given fixed
trajectories. There are more works on social modeling, which we summarize
in the online tracking section.

Tracking on the ground plane Some offline trackers exploit manually annotated ground planes. This is specially the case for offline processing of surveillance footage [Berclaz et al., 2011; Andriyenko et al., 2012]. Such trackers directly track and reason on the ground plane instead of image-space. Compared
to typical trackers, [Berclaz et al., 2011] does not directly use detection-boxes
as input, but rather Probabilistic Occupancy Maps (POM) from their previous work [Fleuret et al., 2008]. A POM represents a discretized confidence
map on the ground-plane. Direct inference on POMs with typical optimizations, e.g.[Zhang et al., 2008], tends to be prohibitively expensive, due to the
state-space. Hence, they propose a more efficient k-shortest-paths optimization. Apart from surveillance scenarios, reasoning on the ground plane is also
popular for processing stereo data, since stereo can be leveraged to make reasonable ground-plane estimates. We review these approaches in Sec. 2.1.3.

2.1.2

Monocular online tracking

Classical approaches for online tracking in monocular scenarios include Multiple Hypothesis Tracking (MHT) [Reid, 1979] and Joint Probabilistic Data Association (JPDA) [Fortmann et al., 1983]. MHT is, in essence, a breadth-first
approach that explores the space of trajectories and selects the most probable
combination as the final solution. It can easily encode higher order potentials
directly in the trajectory confidences. But its exhaustiveness make it slow and
memory expensive for vision applications. Recent work [Kim et al., 2015] has

10

2. R ELATED WORK ON MULTI - OBJECT TRACKING

proposed a way to prune half of the branches in every step with a discriminative appearance model. This limits time and memory consumption. They
obtain competitive results in recent datasets.
Similarly, [Rezatofighi et al., 2015] recently proposed an approximation to
speed up JPDA. The key idea is to approximate the sum-over-hypotheses with
the sum of the m-highest-probability hypotheses. These, in turn, are computed
via recent developments to obtain the m-best solutions to an Integer Linear
Program [Fromer & Globerson, 2009]. In a probabilistic framework, [Leibe
et al., 2007b] finds the optimal set of detections and trajectories by solving a
Quadratic Boolean Problem, iteratively approximating the solution.
Another popular framework to approach the online tracking problem has been
particle filtering [Okuma et al., 2004; Sanchez-Matilla et al., 2016; Breitenstein et al., 2011]. [Okuma et al., 2004] detects targets with AdaBoost and
tracks them with particle filtering, i.e., considering and pruning multiple trajectory hypotheses over time. [Sanchez-Matilla et al., 2016] recently utilized
particle filters to devise an online tracker that runs at 14 fps. They start trajectories from strong detections, which they continue with weak/low-confidence
ones. [Breitenstein et al., 2011] proposed directly doing inference on detection
confidence maps, to avoid losing information when sampling detection-boxes.
Some recent online trackers model the behavior of each target greedily with
Markov Decision Processes (MDP). The MDP of [Xiang et al., 2015] considers 4 states: active, tracked (visible), lost (occluded) and inactive (left the
scene). The targets transition between states through actions according to a
learned policy. Though simple, this tracker reported state-of-the-art results in
the MOT15 benchmark. And their recent extension using a hierarchy of Recurrent Neural Networks (RNNs) [Sadeghian et al., 2017] presents exciting
results, even with arguably limited training data. They train an RNN for different cues and show that appearance is the strongest cue, followed by motion
and then social cues.
Apart from the general frameworks discussed above, there are works that focus
on some specific topics of online tracking. [Pellegrini et al., 2009] shows that
we can learn motion and social models from top-view surveillance cameras
and use them to track from the ground-level. They assume that the pedestrians
try to avoid each other while trying to reach their manually-annotated goals.
[Benfold & Reid, 2011] instead focuses on real-time tracking in surveillance.
They track pedestrian-heads, due to their high visibility in top-view footage,
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in a real-time Markov-Chain Monte-Carlo framework. More recently, [Solera
et al., 2015] studied the possibility of dividing the surveillance sequence in different groups, each of which should be resolved with different features learned
via Latent Structural SVM (LSSVM). Compared to these approaches, which
rely on the visibility and stability of surveillance cameras, [Hong Yoon et al.,
2016] explores structural constraints in moving cameras. These constraints
encourage the preservation of relative position and motion between the objects
in the scene. It arguments that these constraints are invariant with respect to
ego-motion.
Near-online trackers, such as [Choi, 2015; Fagot-Bouquet et al., 2016], bridge
the gap between the utility of online trackers and the global optimality of offline
global trackers. They propose trajectories with a temporal sliding-window. For
each window, [Choi, 2015] generates hypotheses and infers with a CRF the
most probable hypothesis configuration. This framework enables easy introduction of higher-order potentials in the inference.
2.1.3

Stereo tracking

Since tracking is such a challenging problem, it can greatly benefit from multiple modalities of information. Stereo-rigs can be mounted on robots or vehicles, providing valuable depth information. Depth can be leveraged to model
the structure of the scene, estimate the ground plane and refine object detections [Triebel et al., 2015; Linder et al., 2016; Leibe et al., 2007a]. [Linder
et al., 2016] uses RGB-D and laser data to improve tracking robustness. Detections are projected to the ground plane and inference is performed in groundplane space using appearance and motion features [Leibe et al., 2007a; Ess
et al., 2008]. [Ess et al., 2008], and its extension [Ess et al., 2009], studies
how to feed information between different modalities, what they call cognitive
feedback.
Hierarchical approaches have also been proposed for stereo tracking. The twostep framework of [Mitzel et al., 2010] first generates confident tracklets with
an efficient level-set tracker and then links the tracklets with the high-level
tracker of [Leibe et al., 2008]. The second step aims to link through occlusions,
which are problematic for level-set methods. Their following work focused on
efficiency [Mitzel & Leibe, 2011] and substituted the first low-level tracker
with a fast ICP-tracker and limited object detections to a Region Of Interest
(ROI) [Jafari et al., 2014].
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Stereo is a powerful cue, which has enabled applications beyond tracking objects of a known and learned class. [Mitzel & Leibe, 2012] proposed an algorithm to mine and track generic objects, carried, pushed and pulled by pedestrians. They modeled the point cloud of every target with a novel GeneralizedChristmas-Tree (GCT) model. Objects carried by pedestrians were detected as
deviations from typical pedestrian GCTs. An extension of this work was proposed in [Baumgartner et al., 2013], where typical person-object and personperson interactions were learned. This time, the objects of interest were predefined, e.g., stroller, 2-wheel bag and walking aid.
Some recent works aim to track generic objects of unknown classes. [Ošep
et al., 2016] argues that city perception should not be limited to pedestrians
and vehicles. Their method first uses supervision to semantically segment typical city elements (building, vegetation, sky...). Then objects are discovered
and tracked in areas of the sequence not recognized in the semantic segmentation. They present competitive results tracking pedestrians and vehicles on the
KITTI dataset, even though they lack specific models for these classes. The
proposals of [Horbert et al., 2015] are even more general. Compared to typical
object proposal frameworks in static images, [Horbert et al., 2015] proposes
a small and consolidated set of object candidates for an entire video, instead
of many proposals per frame. The intuition is that spatiotemporal information is a powerful cue to discriminate and prune bad object proposals. This is
demonstrated in their experiments, where their trajectory proposals outperform
single-frame object proposals.

2.2

Object detection

Object detections are a key component of tracking-by-detection systems. This
section reviews trends in object detection with special emphasis on object proposals, which are related to Chapter 3.
Object detection approaches have typically operated in two steps: first, object proposals are extracted and then they are scored with a classifier. Classically, proposals consisted of windows of different scales and aspect ratios
slided through the image. This resulted in millions of windows to be classified,
which made detectors inefficient. [Alexe et al., 2012] introduced an objectness
score that measured the likelihood of a window properly fitting an object and
reduced the detection search space by three orders of magnitude.
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Object proposals have been key to the development of more powerful classifiers for detection. [Girshick et al., 2014] showed that classifying object proposals with CNNs improved the state of the art in object detection by a wide
margin. ROI Pooling [Girshick, 2015] was introduced to eliminate redundancies when computing deep features for different proposals. [Ren et al., 2015]
made the observation that object proposals represented the computational bottleneck of deep object detectors and proposed its integration into the detection
network. Interestingly, their Region Proposal Network (RPN) regressed detection locations and their scores for different classes. Their regressed boxes are
referenced to anchor regions, distributed in a grid pattern over the image. Not
only is RPN more accurate than previous object proposal approaches, but it is
also much faster for object detection. RPN has a residual cost of only 10 ms
in the detection pipeline, as deep features are shared with the specific object
detection network.
We review now some object proposal algorithms that appeared after ours, presented in Chapter 3. Selective Search received an upgrade in their journal
version [Uijlings et al., 2013], where they included new handcrafted features
and a scoring function, referred to as priority in their code. The algorithm constructed segmentation hierarchies and proposed each level of the hierarchy as
an object. Edge Boxes [Zitnick & Dollar, 2014] scored each proposal with the
density of contours it contained and excluding those contours that crossed its
boundaries, i.e., straddling contours. It was inspired by the straddling superpixels of [Alexe et al., 2012] and was significantly more accurate than previous
methods. Other modalities for detecting proposals have been explored, such
as stereo cues [Chen et al., 2015] and video cues [Horbert et al., 2015], which
have been shown to boost performance. A literature survey is presented in
[Hosang et al., 2016].
Beyond object proposals, a growing body of work aims to propose segmentations of objects. Geodesic Object Proposals [Krähenbühl & Koltun, 2014]
leverage the principle of objects having closed boundaries to define a scoring
function. Their segmentations are based on seeds and the geodesic distance
from the seed to the contours of the proposal. They learn where to place the
seeds in the image in order to improve recall. Their method is efficient, running at almost 2 Hz in one core. MCG [Arbeláez et al., 2014; Pont-Tuset et al.,
2015] learns to combine segments from multiple levels of the Ultrametric Contour Map (UCM) of an image to obtain segment proposals. It is the current
top-performing tracker, specially when combined with state-of-the-art bound-
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ary detectors [Maninis et al., 2016, 2017]. [Pont-Tuset & Van Gool, 2015]
offers insights into current challenges and new research directions.
Recent approaches for object detection try to skip the proposal step altogether
for efficiency purposes. YOLO [Redmon et al., 2016] proposes a single network that directly regresses detection boxes referenced to anchors, similar to
RPNs. Localization accuracy can be further boosted by regressing boxes at various resolutions in the detection network [Liu et al., 2016; Redmon & Farhadi,
2016]. Currently, the best detectors follow this single-shot paradigm.

3
Fast object proposals
3.1

Introduction

In this chapter aim to speed up object detection, the first stage in any trackingby-detection pipeline, with accurate and efficient object proposals.
Object proposals is a recent development of computer vision research that has
received a fast-growing interest [Alexe et al., 2010; Carreira & Sminchisescu,
2010; Endres & Hoiem, 2010; Van de Sande et al., 2011], cf Fig. 3.1. This
is mainly due to the large number of applications of such systems. The most
common motivation for using such object proposals relates to class-specific
object detection [Alexe et al., 2012; Van de Sande et al., 2011]. The proposals
can indeed be used as a replacement for the computationally expensive sliding
window approach for object detection [Dalal & Triggs, 2005; Felzenszwalb
et al., 2010; Gall et al., 2011]. This yields important computational savings as
the number of classes and the complexity of the object detectors grow. Clearly,
the computational cost to obtain the proposals is of crucial importance as it
should not imper the later savings.

Figure 3.1: Detecting any object in images (bounding-boxes in blue) is a recent development of computer vision. We compare the best proposals of our approach (in yellow)
with Objectness ([Alexe et al., 2012], in red) on four images of the VOC2007 dataset.
Our algorithm generates tighter-fitting windows. [NB: Figures best viewed in color.]
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Generic object proposals are also used as a regularization for weakly supervised learning approaches in vision. By limiting the set of possible object
locations to those that are likely to contain an object, it becomes possible to
learn the appearance and localize objects of new classes [Deselaers et al., 2010,
2012; Gu et al., 2012; Guillaumin & Ferrari, 2012; Siva & Xiang, 2011; Siva
et al., 2012]. In a similar spirit, recent work has explored applications in object discovery [Lee & Grauman, 2011], weakly supervised learning of object
interaction with humans [Prest et al., 2012b] or with other objects [Cinbis &
Sclaroff, 2012], as well as action recognition in still images [Sener et al., 2012]
and content-aware media re-targeting [Sun & Ling, 2011].
For all of these applications, the quality of the underlying object proposals –
commonly measured by the intersection-over-union (IoU) [Everingham et al.,
2007] of image windows – is a critical factor of performance [Rahtu et al.,
2011]. Indeed, when considering object detection, the recall of the complex
models applied to object proposals cannot exceed the recall of the proposals
themselves. Moreover, for the application of weakly supervised learning, the
quality of possible object locations will impact both the ability to find those
objects and the quality of the models that can be learnt from those windows
used as automatic annotations. This highlights the need for methods that are
able to generate high-quality and tightly fitting windows, and, in particular, this
implies performing analysis beyond the coarse detection criterion of 0.5 IoU.
In this chapter, we propose a novel algorithm to generate very quickly highquality object proposals, c.f . Fig. 3.1. Our approach is based on Prim’s algorithm [Prim, 1957], which greedily computes the maximum spanning tree of
a weighted graph. The stochastic version we propose, the Randomized Prim’s
(RP) algorithm, is designed to sample random partial spanning trees of a graph
with large expected sum of edge weights. This is done by (i) replacing the
greedy selection of edges in Prim’s algorithm with multinomial sampling proportional to edge weights, and (ii) using a randomized termination criterion to
avoid covering the full graph.
To obtain the proposals, we apply RP on the graph induced by the superpixels [Felzenszwalb & Huttenlocher, 2004] of an image, with edge weights representing the likelihood that two neighbouring superpixels belong to the same
object. Based on a training set, we use logistic regression to discriminatively
learn these weights as a linear combination of several superpixel similarities.
When the randomized stopping criterion of RP is met, we generate an object
proposal using the bounding-box of the superpixels spanned by the current tree.
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Our approach combines the following advantages: (i) superpixel boundaries
yield proposals that tightly fit objects; (ii) randomization increases the diversity
of our proposals and (iii) RP is very efficient, leading to a very fast object
proposal method. We have conducted extensive experiments on the PASCAL
VOC2007 [Everingham et al., 2007], VOC2012 [Everingham et al., 2012] and
SUN2012 [Xiao et al., 2010] benchmark data sets and show the superiority
of RP in speed and performance compared to state-of-the-art methods [Alexe
et al., 2012; Rahtu et al., 2011; Van de Sande et al., 2011], especially in difficult
scenarios such as IoU ≥ 0.6: 1000 object proposals are obtained in less than
0.7s while detecting 74% of the objects.
Below, we first discuss related work (Sec. 3.2), then describe RP in details (Sec. 3.3).
We present how we use RP for object proposals in Sec. 3.4, including how we
learn the edge weights for the graph of superpixels. We then present our experiments in Sec. 3.5 and draw conclusions in Sec. 3.6.

3.2

Related Work

Generic object detection is a fairly recent topic of research, with origins dating only three years ago [Alexe et al., 2010; Carreira & Sminchisescu, 2010].
Alexe et al. [Alexe et al., 2010] introduced the Objectness measure, which
samples image windows with the probabilities that they contain an object of
any class. This is performed using a set of well-designed cues that are combined in a Naı̈ve Bayes framework. To sample from the 4d distribution of
windows with scores, the authors propose to first score 100.000 windows, then
subsample them based on their probabilities. In their subsequent work [Alexe
et al., 2012], significant improvements in detection rate were obtained using
Non-Maximum Suppression as in class-specific object detection [Felzenszwalb
et al., 2010]. This approach proved very successful and triggered several extensions, including additional cues and using discriminative training [Rahtu et al.,
2011], fusion with region saliency [Chang et al., 2011] and generalization to
video using motion segmentation [Stalder et al., 2012].
Carreira et al. [Carreira & Sminchisescu, 2010] simultaneously proposed a
method based on graphcuts to generate image segmentations that are likely
to contain objects. Each segmentation generates a bounding-box that is used
as proposal for an object. To obtain many proposals, several graphcuts are
run using random positive and negative seeds. In a similar spirit, in [Endres
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& Hoiem, 2010], initial superpixels are grown using foreground-background
CRF segmentation with random seeds, and proposals are ranked according to
extracted features.
These existing methods have benefits over our approach. [Alexe et al., 2012;
Rahtu et al., 2011] provide scores with the proposals, which improve detection rate (by re-ranking proposals) and serve as prior knowledge for discovering new object categories [Deselaers et al., 2012]. [Carreira & Sminchisescu,
2010; Endres & Hoiem, 2010] are based on image segmentation and hence
provide a pixel-level mask for each proposal. However, they are typically slow
(several seconds [Alexe et al., 2012] to several minutes [Carreira & Sminchisescu, 2010; Endres & Hoiem, 2010] per image) and are not able to retrieve all
the objects in all images.
The current state-of-the-art method in terms of detection rate operates on the
connectivity graph of an image’s superpixels [Van de Sande et al., 2011]. It
performs an ad-hoc hierarchical bottom-up agglomeration of groups of superpixels. Groups are greedily merged two-by-two according to their similarities,
and proposals are generated at each step of the agglomeration. The procedure
yields a fixed number of proposals that is only twice the original number of
superpixels in the image.
Contrary to the hard-decisions taken by [Van de Sande et al., 2011], our approach is based on randomly growing groups of superpixels. This allows to
generate any desirable number of object proposals and explore new groupings across several runs. Therefore, it shows more diversity in the set of object proposals and obtains significantly higher dectection rates than [Van de
Sande et al., 2011]. Moreover, because it does not compute similarities between groups of superpixels, our approach is significantly faster (about 6 times
faster for 1000 proposals).

3.3

The Randomized Prim’s Algorithm

We cast the problem of sampling connected groups of superpixels that are
likely to contain the same object as that of sampling partial spanning trees
of superpixels that have high sum of edge weights. This is the role of the Randomized Prim’s (RP) algorithm that we present here.
Let G = (V, E, ρ) be the weighted connectivity graph of the superpixel segmentation of an image, where the vertices V are the superpixels and the edges
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Figure 3.2: (a) The Randomized Prim’s algorithm initializes the tree T1 (green) with a
random node. At iteration k (b-d), a new edge is added to the tree Tk . The edges are
sampled from the set Ek (red) of edges connecting Tk to its frontier, proportionally to
their edge weights. The Prim’s algorithm corresponds to always selecting the edge in
Ek with maximum weight.

(n, m) ∈ E connect superpixels n and m. The weight function ρ : E → [0, 1]
assigns weights ρ(n, m) = ρn,m to edges. For now, we will assume that those
weights represent the probability that the superpixels n and m belong to the
same object.
For a vertex n ∈ V, let N (n) ⊂ V be the subset of vertices connected to n, i.e.
its neighbours. We denote as the frontier N (S) of a set of vertices S ⊂ V the
S
union of its neighbourhoods: N (S) = n∈S N (n)\S.
Our algorithm generates random partial spanning trees independently. Thus,
we describe below how a single tree is sampled using the Randomized Prim’s
algorithm, and this procedure is repeated as many times as required by the user.
3.3.1

Description of the Core Algorithm

Similar to the Prim’s algorithm, the Randomized Prim’s algorithm is an iterative tree-growing procedure. At each iteration k of the algorithm, we refer to
the current partial spanning tree as Tk . We initialize the tree with a random
vertex from the graph: n ∼ Unif(V) and T1 = {n}.
At each subsequent iteration, we sample a candidate superpixel from the frontier N (Tk ) to add to the tree Tk . To do so, we look at the edges Ek connecting
Tk to its frontier: Ek = E ∩ (Tk ×N (Tk )). An edge (n, m) ∈ Ek is then sampled
from the multinomial distribution associated with probabilities proportional to
ρn,m , which we denote as Mult(Ek , ρ):
ek = (n, m) ∼ Mult(Ek , ρ).

(3.1)
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This is equivalent to sampling the vertex m from N (Tk ) proportionally to the
sum of weights of edges leading to m in Ek , or, alternatively, to first sample
uniformly a superpixel n in Tk and then sample m based on ρn,m . Fig. 3.2
illustrates this procedure. Note, Prim’s algorithm instead greedily chooses the
edge in Ek with the largest weight, i.e. ek = argmax(n,m)∈Ek ρn,m .
3.3.2

Multinomial Sampling over a Dynamic Set

The key technical element for the efficiency of Prim’s algorithm is the data
structure to keep track of the dynamic set of edges Ek . As our graphs are
planar and thus have low density,1 a max-heap leads to a time complexity of
O(|V| log |V|). With a max-heap, extracting the maximum element, inserting
or deleting elements are O(log |Ek |), i.e. logarithmic with respect to the size of
the set of edges.
We adapt this data structure to obtain a similar time complexity for the Randomized Prim’s algorithm. The key idea is that multinomial sampling can be
performed using binary search on the cumulative sum of probabilities [Xiao &
Stibor, 2010], and those probabilities need not be normalized. We therefore
extend a binary search tree structure (BST) so as to maintain, for each node
i, the sum of edge weights Wi of the subtree. Using this BST, we uniformly
sample a number w between 0 and the total sum of edge weights W (readily
accessible at the root node). Based on the values WL and WR of the children
nodes, we perform a recursive binary search to find the edge ek such that the
sum wk of edge weight on its left satisfies wk ≤ w < wk + ρ(ek ). When
adding or removing nodes in the BST, one simply need to update Wi for all
the ancestor nodes i. Hence the complexity of extraction of sampled edges,
insertion and deletion are all O(log |Ek |).
3.3.3

Randomized Stopping Criterion

In RP, a stopping criterion is necessary in order to sample partial spanning
trees that do not cover the full graph of superpixels. This allows to propose
windows other than the full image. To do this, we sample a uniform stopping
criterion ξ0 between 0 and 1 at the initialization step and use a function ξ( · ) ∈
[0, 1] to evaluate the opportunity to add ek to Tk , and terminate as soon as
1A

planar graph with more than 3 vertices has at most 3|V|−6 edges.
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(a) Superpixel segmentation

(b) Initialization

(c) Iteration k

(d) Proposal from
partial tree

Figure 3.3: We apply the Randomized Prim’s algorithm to the connectivity graph of
superpixels of an image (a). (b) It starts with one superpixel (green). At each iteration (c), it samples a neighbouring superpixel (red) and decides to add it or return the
bounding-box as a proposal (d). The brightness of red indicate the relative probability
of sampling superpixels (lighter means more probable). The superpixels in blue are not
connected to the current tree, hence cannot be sampled.

ξ(Tk , ek ) > ξ0 . Otherwise we add ek to Tk and proceed with iterations. We
detail in Sec. 3.4.2 our choice of ξ(Tk , ek ) for object proposals.
We summarize in Alg. 1 the full procedure to sample a partial spanning tree
with large expected sum of edge weights using the Randomized Prim’s algorithm.

3.4

Randomized Prim’s for Object Proposals

Using the connectivity graph of a superpixel segmentation [Felzenszwalb &
Huttenlocher, 2004], we obtain groups of connected superpixels by applying
the Randomized Prim’s algorithm, and we use the bounding-boxes of these
groups as window proposals. We illustrate the process on an example image
in Fig. 3.3.
Following [Van de Sande et al., 2011], we further augment the diversity of
windows using C = 4 different graphs corresponding to the superpixel segmentations of 4 color spaces (HSV, Lab, Opponent and rg). To sample a single
window proposal, we uniformly select one graph Gc among the C and proceed
as in Alg. 1 using Gc . The procedure is simply repeated as many times as the
user desires.
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Algorithm 1: The Randomized Prim’s Algorithm.
input : Weight graph G = (V, E, ρ)
output: Partial spanning tree Tk
k = 0;
Tk = ∅;
E0 = BST(∅) ;
/* Empty binary search tree */
m ∼ Unif(V);
ξ0 ∼ Unif(0, 1);
repeat
k = k + 1;
Tk = Tk−1 ∪ {m};
/* Add edges (m, p)p∈N (Tk ) , remove (p, m)p∈Tk
*/
Ek = updateBST(Ek , m, Tk , N (Tk ), E, ρ);
(n, m) ∼ Mult(Ek , ρ);
ξ(Tk , ek ) = (1 − ρn,m + α(Tk ))/2;
until ξ(Tk , ek ) > ξ0 ;
3.4.1

Learning Edge Weights

An important aspect for RP is to set the weights ρn,m from which edges (n, m)
will be sampled. We model the weight ρ with a logistic function to obtain the
probability that n and m contain the same object:
ρn,m = σ(wT Φnm + b)
σ(x) = (1 + exp(−x))

−1

(3.2)
,.

(3.3)

where Φnm is a vector containing simple and efficient features that measure
the similarity and compatibility of n and m, σ is the sigmoid function and b a
bias term.
We resort to training data to learn the weights and bias. For this, we assign
a superpixel to a segmented object if at least 60% of its surface is within the
object. Then we mine for pairs of superpixels that belong to the same object
(positive pairs, yi = 1), and pairs that do not (negative pairs, yi = 0) and
compute their feature vectors Φi . We use the maximum likelihood estimator to
set w and b:
X
{w∗ , b∗ } = argmax
yi ln ρi + (1 − yi ) ln(1 − ρi ),
(3.4)
w,b

i
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where ρi = σ(wT Φi+b). This log-likelihood function is concave, so we simply
perform gradient ascent.
The features we have combined in Φ are simple features than can be computed
efficiently:
1. Color Similarity fc . Color consistency is a important cue for objects. With
hn the normalized color histogram of the superpixel n, fc (n, m) ∈ [0, 1] is set
as the l1 -norm of their intersection: fc (n, m) = |hn ∩ hm |. We have used the
Lab colorspace and 16 bins for each component.
2. Common Border Ratio fb . Connections between superpixels are not all as
likely to happen within objects. Let ln and lm be the perimeters of superpixels
n and m (resp.) and ln|m be the length of their common border. We define
the feature fb as the maximum ratio between their common border and each of
their perimeters:


ln|m ln|m
fb (n, m) = max
,
.
(3.5)
ln
lm
This cue is most valuable for superpixels that favor color consistency over compactness, such as [Felzenszwalb & Huttenlocher, 2004].
3. Size fs . [Van de Sande et al., 2011] has empirically shown that size is
a powerful cue to prioritize superpixel grouping. Let an be the area of the
superpixel n as a fraction of the image size. Then the size feature fs (n, m) is
defined as:
fs (n, m) = 1 − an − am

(3.6)

This feature favors the merging of smaller superpixels first.
The resulting weights are the following:
Feature
Weight

Color Similarity Common Border Ratio
2.69
1.00

Size
2.36

Bias
-3.00

All three cues have similar importance, showing that they all contribute to the
probabilities. Note that the scale of the weights and the bias have a major
impact on the sigmoid defined in Eq. (3.2). This highlights the need to learn
those weights, as we also show experimentally below (Sec. 3.5).
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3.4.2

Termination function

Our termination function ξ(Tk , ek ) includes two terms: (1) The probability
(1−ρn,m ) that the sampled edge ek does not connect superpixels of the same
object. (2) A size term α(Tk ) ∈ [0, 1] computed as the fraction of objects in
the training data with area smaller than Tk . In practice, we found the mean of
these two terms to give good results:
ξ(Tk , ek ) = (1 − ρn,m + α(Tk ))/2.

(3.7)

To conclude the implementation description, our code for object proposals using the Randomized Prim’s algorithm is available online for download.2

3.5

Experiments

We present in Sec. 3.5.1 our experimental protocol and the evaluation measures. In Sec. 3.5.2, we compare several variants of our approach, including
colorspaces, a greedy approach and untrained weights. Then, we compare our
results to the state of the art in Sec. 3.5.3.
3.5.1

Data sets and evaluation protocol

Following previous work [Alexe et al., 2012; Carreira & Sminchisescu, 2010;
Endres & Hoiem, 2010; Feng et al., 2011; Rahtu et al., 2011; Van de Sande
et al., 2011], we have used the PASCAL VOC 2007 [Everingham et al., 2007]
data set to evaluate our approach and compare it to the state of the art. This
dataset is composed of 9, 963 images containing objects of 20 different classes.
Following [Alexe et al., 2012], we used the classes bird, car, cat, cow, dog, and
sheep for training and the remaining 14 classes for testing, and we removed
from the test set the images that had an occurrence of any training class and
vice-versa. This left us with 2, 941 images and 9, 532 objects in the test set.
[Alexe et al., 2012] had only 7, 610 test objects because they removed those
annotated as difficult or truncated.
For further comparison, we have also evaluated our algorithm against existing
methods on the trainval set of the larger PASCAL VOC 2012 [Everingham
2 http://www.vision.ee.ethz.ch/software/
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et al., 2012] dataset and test set of the SUN2012 [Xiao et al., 2010] dataset. We
followed the same procedure as for VOC 2007, removing from both datasets
the images which contained an instance of any of the training classes. This
yielded 6, 642 images containing 19, 772 objects for VOC 2012 and 11, 811
images containing 201, 353 objects for the SUN2012. To show the generality
of our approach accross datasets, we used the weights learnt on VOC2007.
Our evaluation is based on IoU, which measures the quality of a window proposal w with respect to the ground-truth bounding boxes b of objects. Following the definition in [Everingham et al., 2007], IoU(w, b) = |w∩b|
|w∪b| . The
resulting value ranges from 0 (no overlap) to 1 (the windows are the same).
Using a threshold θ ∈ [0.5, 1] for the IoU as the detection criterion, we measure
the detection rate as the fraction of objects localized with an IoU above θ.
This number varies with the number of proposals (#win) that we ask for each
image. In our experiments, we compare detection rates with respect to both θ
and #win parameters. For brevity, we can resort to the volume-under-surface
metric (VUS), which extends the area-under-curve to two parameters. This
metric favors, with a single number, methods that can retrieve as many objects,
as tightly, and with as few proposals as possible. For computing the VUS, we
consider linear and logarithmic scales for #win. The latter favors high detection
rates for low numbers of windows.

3.5.2

Variants of our approach

In this section, we validate experimentally our model by comparing the following variants:

Individual color spaces. We compare the performance of our algorithm when
using the four individual graphs corresponding to different colorspaces, as described in Sec. 3.4, and sampling among all graphs. As we show in Fig. 3.4 for
10,000 proposals, the Lab color space gives the worst individual result. Opponent, rg, and HSV sequentially improve the detection rate by up to 5% for
IoU ≥ 0.5. When sampling from the different graphs, we obtain as much as
8% improvement over Lab, and 3% on the best color space (HSV). In terms
of linear VUS, the combination also improves over individual segmentations:
59% vs. 55% for HSV and rg and 54% for Lab and opponent. This highlights
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Figure 3.4: Performance of our algorithm, for 10, 000 proposals, sampling from individual segmentations or from all.

that individual segmentations have less diversity in their proposals than their
combination.
Speed. We report in Tab. 3.1 the decomposition of the time cost of RP when
using the fastest (Lab) or all four superpixel segmentations. There is a clear
trade-off between detection rate and speed. Using only one segmentation, it
takes less than 0.3s to sample 1000 proposals, at the cost of a lower detection
rate. When using multiple segmentations, a better detection rate is obtained,
but the method is 2.5 times slower. Notably, both variants are still 4 to 10
times faster than the previous fastest method [Alexe et al., 2012] (2.8s), and
yield state-of-the-art detection rates.
Edge sampling strategies. To show the benefits of our edge sampling strategy, we compare the following settings: a) Uniform sampling, discarding weights;
b) Sampling using weights derived from [Van de Sande et al., 2011]; c) Greedy
Prim’s algorithm using our learnt weights; d) Our proposed RP. For all variants,
we used all four segmentation graphs, the same initialization and the same random termination criterion.
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Table 3.1: Split time cost of RP for about 1000 unique proposals, averaged over the
2941 test images of PASCAL VOC2007. [Alexe et al., 2012] and [Van de Sande et al.,
2011] take 2.8s and 3.9s per image (resp.). Sampling is particularly efficient and scales
linearly with the number of proposals. The measures have been taken on 1 desktop CPU
(3.50GHz). Trivially parallelizable processes are marked with *.
RP
a) Colorspace conversion
b) Segmentation
c) Feature preprocessing
d) Sampling
Total
Detection Rate (IoU ≥ 0.5)

Computational time (s)
Lab
All
0.06
0.10*
0.10
0.40*
0.02
0.08*
0.09*
0.09*
0.27
0.67
0.81
0.86

In Fig. 3.5, we show the detection rates at 1000 windows, relative to the performance of uniform sampling. We see that sampling uniformly or with adhoc
weights [Van de Sande et al., 2011] give the worst results. This is because
those approaches do not exploit valuable information than can by learnt from
training data. Finally, the best performance is obtained when training the combination of features so as to maximize the probability to grow the tree within
the same object (Sec. 3.4.1). The greedy approach obtains higher detection
rate for coarse IoU, and our RP algorithm outperforms the greedy as well as
all other sampling strategies for IoU ≥ 0.65.
3.5.3

Comparison with the State-of-the-art

We now compare our method to the state of the art [Alexe et al., 2012; Van de
Sande et al., 2011; Rahtu et al., 2011] using code available online. To obtain a
specific number N of windows from each of them, we use the following procedures. a) Selective Search [Van de Sande et al., 2011] returns window proposals in a single batch of about 2050 windows in average. We uniformly subsample N from this batch; b) Objectness [Alexe et al., 2012] provides a score
and applies non-maxima suppression (NMS), yielding on average 1850 windows. We keep the N proposals that have the highest scores; c) Rahtu [Rahtu
et al., 2011] proposes 10,000 windows which are re-ranked using NMS. We
use the top N ranked windows. d) Using our approach, we can directly sample
any given number of windows, yet we ensure that we have N unique propos-
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Figure 3.5: Detection rates for various sampling strategies, relative to the performance
of uniform sampling. Learnt weights for random sampling achieves the best performance for IoU ≥ 0.65.
Table 3.2: Comparison of VUS with linear or log scaling of #win. #win varies from 1
to 10,000 proposals, and θ from 0.5 to 1.0.

Method
[Alexe et al., 2012]
[Rahtu et al., 2011]
[Van de Sande et al., 2011]
RP

Volume Under Surface (VUS)
VOC 2007
VOC 2012
SUN 2012
linear
log
linear
log
linear
log
0.33
0.23
0.33
0.24
0.23
0.15
0.47
0.25
0.49
0.22
0.52
0.24
0.49
0.23
0.59
0.28
0.61
0.31
0.52
0.26

als. Methods that score or rank proposals are expected to obtain much higher
detection rates when keeping few (≤ 100) proposals.
We compare the performance of these methods in terms of the linear/log VUS
metric in Tab. 3.2. For the PASCAL VOC 2007 data set RP obtains the best
overall VUS (0.59/0.28), compared to 0.49/0.25 for the second best method [Rahtu
et al., 2011; Van de Sande et al., 2011]. As expected, the gap is larger for the
linear VUS. Results are similar for the other datasets (PASCAL VOC 2012
and SUN2012). RP consistently outperforms [Alexe et al., 2012] and [Van de
Sande et al., 2011] on both metrics.

29

3.5. E XPERIMENTS

Detection Rate

1

1

1

0.8

0.8

0.6

0.6

0.6

0.4

0.4

0.4

0.2

0.2

0.2

0.8

0
100

[Van de Sande et al., 2011]
[Alexe et al., 2012]
[Rahtu et al., 2011]
RP (this paper)

102

104

0
100

# of windows

0
104 100

# of windows

(a) IoU ≥ 0.9

Detection Rate

102

(b) IoU ≥ 0.7
1

1

0.8

0.8

0.8

0.6

0.6

0.6

0.4

0.4

0.4

0.2

0.2

0.2

IoU

(d) 1000 windows

1

0
0.5 0.6 0.7 0.8 0.9
IoU

(e) 500 windows

104

(c) IoU ≥ 0.5

1

0
0.5 0.6 0.7 0.8 0.9

102
# of windows

1

0
0.5 0.6 0.7 0.8 0.9

1

IoU

(f) 100 windows

Figure 3.6: Comparison of detection rates obtained by 3 state-of-the-art methods and
ours (RP). We plot the performance for various thresholds of IoU (top row) and various
numbers of proposal windows (bottom row). Please refer to the text for discussion.
The black crosses represent the average number of proposals provided by each method
(except ours).

In Fig. 3.6, we show a more detailed comparison on VOC 2007 for various
values of IoU threshold and number of object proposals #win. We make the
following observations.
For thresholds larger than 0.6 (Fig. 3.6a and 3.6b), our method outperforms the
state-of-the-art scoreless method of [Van de Sande et al., 2011] for any number
of proposed windows, and the gap increases with the threshold. For thresholds
≤ 0.6 (Fig. 3.6c), [Van de Sande et al., 2011] is marginally better than RP for
500 to 5000 windows.
When sampling at least 500 proposals (Fig. 3.6d and 3.6e), RP generally also
outperforms ranking methods [Alexe et al., 2012; Rahtu et al., 2011]. For few
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proposals (Fig. 3.6f), objectness [Alexe et al., 2012] outperforms RP for lower
thresholds (≤ 0.7), then [Rahtu et al., 2011] is best between 0.7 and 0.85, and
RP dominates beyond 0.85. This is because Objectness scores are focused on
convex objects, and Rahtu’s ranking was designed to boost the recall for higher
IoU [Rahtu et al., 2011]. Both curves show typical signs of using NMS, as the
detection rate falls rapidly above a certain IoU threshold.
Moreover, note how Objectness fails to find the most difficult objects, as its
detection rate is only 37.9% for 1850 windows at 0.7 IoU (Fig. 3.6b), whereas
we obtain up to 68.5% detection rate for the same number of windows. On
the same setting, [Van de Sande et al., 2011] obtains 65.2% and [Rahtu et al.,
2011] 61.1%. The values at 0.9 IoU are even more impressive: 2.0% [Alexe
et al., 2012], 5.7% [Rahtu et al., 2011], 16.4% [Van de Sande et al., 2011] and
27.9% (RP) for #win = 1850.
In other words, for 1850 proposals, we find 1/4 of the objects perfectly (IoU ≥
0.9), 2/3 with very good localization accuracy (IoU ≥ 0.7), and 90% correctly
(IoU ≥ 0.5). Interestingly, since our method is able to generate many more
windows, with 10,000 proposals we can recover more than 40% of the objects
perfectly, 80% accurately, and 95% overall. One can observe that apart from
the setting where both #win ≤ 100 and IoU ≤ 0.65, our method is either the
best performing method or is close to the best method.
We compare the best proposed windows for our approach vs. Objectness
in Fig. 3.1 and provide more examples in Fig. 3.7 to illustrate the typical accuracy of our detections.

3.6

Conclusion

In this chapter, we have proposed a new method for generic object detection. Contrary to previous work based on grouping superpixels, we have proposed a randomized and very efficient method, which extends Prim’s algorithm. Among the benefits, randomization allows our approach to avoid repeating previous mistakes, hence increases the diversity of proposals and the
detection rate. As they are bound to superpixel boundaries, the best proposals fit the objects accurately. The performance is improved by maximizing
the probability that the sampled groups of superpixels remain within the same
object. In the end, our algorithm yields windows significantly faster and significantly more accurately than the state-of-the-art. For instance, 86% of the
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objects can be found in less than 0.7s using 1000 proposals. In future work,
we will develop a score for windows to further increase the detection rate with
few proposals.
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Figure 3.7: Best windows proposed by our method (yellow), out of 1000, for the
ground-truth annotations (blue). The examples in the bottom right show some limitations of our approach. It fails to merge two parts of the same object that are dissimilar and have a thin common border or when the superpixel segmentations miss object
boundaries.

4
Learning to tracking from few
annotations
4.1

Introduction

In this chapter we focus on visual object tracking from static cameras, which is
an important topic of computer vision with applications in video surveillance,
traffic monitoring, and augmented reality [Yilmaz et al., 2006]. Typically, visual tracking starts with the initial location of the object in an initial frame.
Then, an appearance model which is continuously updated attempts to localize
the object at each subsequent frame [Perez et al., 2002; Mei & Ling, 2009; Li
et al., 2011; Oron et al., 2012; Kalal et al., 2012].
An aspect of tracking in surveillance video that is often disregarded is the possibility to generalize from a set of annotated trajectories of other objects, i.e.
supervised learning of visual tracking. Using trajectories as training data poses
two main challenges which have discouraged the tracking community. First,
trajectories are sequential data and objects can adopt a wide variety of trajectories. Hence, predicting trajectories is very challenging and its functional form
is much more complex than for recognition and detection [Everingham et al.,
2012]. Second, such annotations are more costly to obtain than bounding boxes
or class labels. Despite these problems, we believe that trajectories are very informative for a given scene, such that a few may suffice to robustly learn visual
tracking. As any learning scenario, our framework has two phases, as shown
in Fig. 4.1. The first is a training phase, where annotated data is collected for
a scene and a model for tracking is learnt. The second is to use this model to
improve tracking in a test sequence of the same scene, where previously unseen objects are tracked from their initial bounding boxes. We run experiments
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Figure 4.1: At training time, we obtain trajectory annotations (1) we associate them
to the events in the scene and we learn their visual deceptiveness ρ (2). At test time
(right), we transfer displacement δ and deceptiveness ρ from the closest annotations in
the same event and combine it with the appearance model to predict the next location
of the object. (All our figures are best viewed in color)

on traffic surveillance videos and show that even a few trajectory annotations
considerably improve tracking performance.
Similar to other visual tracking methods, we use a mixture of appearance (A)
and motion (M ) models [Yilmaz et al., 2006]. Our motion model is based on
transferring displacements observed in the training set and the mixture weight
ρ ∈ [0, 1] between A and M is determined at every step of tracking, also
using transfer from annotated trajectories (c.f . Fig. 4.1). In essence, this mixture weight captures the situations in which the appearance of an object is not
reliable for tracking. For this reason, we refer to ρ as visual deceptiveness.
Importantly, in our framework, the user does not provide ρ for the ground-truth
trajectories, but instead we propose an automatic way to learn it. As we show
in this chapter, the regions with high deceptiveness typically align with the failure cases of the appearance model: occlusions with static objects, tracking of
small objects, bad lighting conditions.
Furthermore, we propose to associate the trajectories and their deceptiveness to
the events discovered by [Kuettel et al., 2010]. In essence, [Kuettel et al., 2010]
segments the video in consistent optical flow prototypes. This association improves the robustness of our deceptiveness estimation and removes ambiguities
when transferring displacements. We show in our experiments that combining
events and deceptiveness produces the best results in our datasets and improves
over the state of the art [Hare et al., 2011; Jia et al., 2012; Kalal et al., 2012].
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In summary, our main contributions are: i) A framework to learn the visual
deceptiveness of annotated trajectories, which are automatically selected; ii) A
motion model based on transferring displacement and deceptiveness from trajectories; iii) The conditioning of this transfer on an event model; iv) The thorough evaluation of performance on two fully annotated test videos (with 161
trajectories in total, publicly available online). In the following, we first discuss related work in Sec. 4.2. We then present our tracking model in Sec. 4.3
and, in Sec. 4.4, the training procedure, i.e., how visual deceptiveness is learnt
and tracks selected for annotation. The conditioning on the event model is
presented in Sec. 4.5 and our experimental validation in Sec. 4.6. We draw
conclusions in Sec. 4.7.

4.2

Related work

There are many works on single and multiple target tracking [Collins et al.,
2005; Khan et al., 2005; Smith et al., 2008; Leibe et al., 2008; Segal & Reid,
2013]. The most relevant ones are those based on motion prior and trajectory
patterns.
Spatial motion prior. Several authors [Ali & Shah, 2008; Zhao & Medioni,
2011] have proposed tracking methods that uses static, space-dependent fields
as a motion prior. These works simply encode the dominant direction of motion for each spatial region, limiting their use to simple videos. Rodriguez et
al. [Rodriguez et al., 2009] extended this idea with a set of motion directions,
able to capture time-varying patterns. Further spatio-temporal dependencies
between nearby motion patterns have been recently explored by Liu et al. [Liu
et al., 2013b] for tracking sport players. There, the authors exploit correlations
between players and hand-designed motion rules for sport games.
We go beyond these works by conditioning our motion model spatially and
temporally, without any further assumptions on the type of scene. We rely on
a state-of-the-art unsupervised event discovery model [Kuettel et al., 2010] to
capture, via optical flow prototypes, the dynamics of motion in a scene.
Analyzing trajectory patterns. In our work, we automatically select which
trajectories should be annotated by a user. This relates to works, mostly on human tracking, that find typical trajectories patterns in videos. Zhou et al. [Zhou
et al., 2012] analyze the collective behavior of pedestrians in crowded scenes.
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They identify trajectory clusters and derive a generative model from which
trajectories can be simulated. Similarly, when tracking in a simple physical environment, Kitani et al. [Kitani et al., 2012] are able to predict plausible paths
and destinations of people. These methods learn trajectory patterns in an unsupervised manner, hence assuming that automatic tracking succeeds. They are
thus limited to scenarios where failures are relatively rare. In difficult tracking
situations, [Zhang et al., 2012] and [Liu et al., 2013b] resort to a large amount
of manually annotated trajectories. As this is very time-consuming, they have
focused on a domain where tracks can be easily re-used: sport fields.
In our traffic scenes, automatic tracks fail rather often, so manual annotations
are also necessary to correct them. To reduce the annotation cost as much as
possible, our method automatically selects which trajectories shall be annotated.
Combining motion and appearance. Combining appearance and motion
models has already been explored by various works. Yang and Nevatia [Yang
& Nevatia, 2012a] combined motion patterns and appearance models for multiple object tracking, but without assessing which component is more critical to
the success of tracking. Cifuentes et al. [Cifuentes et al., 2012] studies tracking
with moving cameras and automatically chooses at each frame the most appropriate among six simple camera motion models (e.g., “travelling”, “forward”,
etc.). For single-object tracking, Kwon and Lee [Kwon & Lee, 2011] proposed
an MCMC sampling method to select, at each frame, the best tracker out of a
pool of independent motion and appearance trackers.
In these works, the trackers are independent or naı̈vely combined. In contrast,
we integrate motion and appearance in a single mixture model tracker, and
we learn at training time how to adapt this weight dynamically to minimize
tracking errors at test time. Notably, this weight (the visual deceptiveness) is
not a fixed value: it depends on the time and the location of the object to track.

4.3

Tracking with motion and deceptiveness transfer

In this section, we describe our tracking model. For now, we assume that
a set T of trajectory annotations with their respective local deceptiveness is
available. As explained in the introduction, the visual deceptiveness ρ is a
mixture weight which has a high value when the appearance model is less
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reliable. Thus, it identifies image regions where tracking based on appearance
is more difficult.
More formally, let xk be the current estimated position of the tracked object at
frame k and y1:k be the set of all previous observations until this step. Then,
like most single object tracking methods [Jia et al., 2012; Kwon & Lee, 2011],
we compute the posterior distribution of the location at frame k based on the
following Bayesian filtering:
p(xk+1 |y1:k+1 ) ∝

Z
p(xk+1 |xk )p(xk |y1:k )dxk ,
p(yk+1 |xk+1 )
{z
} |
{z
}
|

A(yk+1 |xk+1

)1−ρ

(4.1)

M (xk+1 |y1:k )ρ

where we have highlighted the definitions of A, M and ρ. In the equation
above, we have abstracted the appearance model A, a motion model M and a
weight ρ between the two. The value of ρ depends on xk and determines the
relative weight between the motion model and the appearance model.
As appearance model, we use the tracker of [Jia et al., 2012], which was shown
to be the state of the art [Wu et al., 2013]. This model predicts the most likely
location for the object in frame k+1 based on the appearance model trained up
to frame k.
Displacement transfer motion model. Our motion model, illustrated in
Fig. 4.1, is based on transferring a displacement probability distribution from
ground-truth trajectories, which we model as a Gaussian distribution:
M (xk+1 |y1:k ) = N (xk + δ(xk ), σM ),

(4.2)

where δ(xk ) is the displacement at xk as estimated from T , and σM is a
fixed variance. Note that xk is uniquely determined by y1:k . From T , we also
estimate ρ(xk ), which leads to the following expression for the probability
of xk+1 :
p(xk+1 |y1:k+1 ) ∝ A(yk+1 |xk+1 )1−ρ(xk ) N (xk + δ(xk ), σM )ρ(xk ) .

(4.3)

Similarly to [Jia et al., 2012], the scale and aspect ratio of the windows are
sampled.
Nearest
 neighbor displacement and deceptiveness estimation from T . Let
T = x̄ik0 , i ∈ [1, · · · , N ] be the set of annotated trajectories, where x̄ik0 is
the bounding box of trajectory x̄i at time k 0 . Since T contains few annotations,
we estimate the displacement δ(xk ) and deceptiveness ρ(xk ) using the nearest
neighbour bounding-box x̄ik0 of xk in T and use its deceptiveness ρ(x̄ik0 ), but
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only if x̄ik0 is close enough. Formally, we use x̄ik0 = argminb∈T d(xk , b) =
kc(xk ) − c(b)k · (1−IoU(xk , b)), where c( · ) is the center of a window, k · k is the
Euclidean norm and IoU( · , · ) is the intersection over union of two windows,
and:
(
δ(xk ) =

x̄ik0 +1 − x̄ik0

if d(xk , x̄ik0 ) ≤ κ

0

otherwise

and ρ(xk ) =

(
ρ(x̄ik0 )
0

if d(xk , x̄ik0 ) ≤ κ
otherwise.
(4.4)

That is, if x̄ik0 is further than κ, our model falls back to the appearance model
alone. This κ threshold avoids transferring from too distant neighbours. In our
experiments, we use a σM of 2 pixels and a κ of 25.

4.4

Training phase: Learning to track

An important contribution of our work is to learn, from a set of trajectory annotations, the visual deceptiveness of the scene, c.f . Sec. 4.4.1. Annotating
trajectories is a tedious task, so we want to limit their number. We present
in Sec. 4.4.2 a method to automatically select which tracks the user should
annotate.
4.4.1

Learning the visual deceptiveness of tracks

The crux of our system is the visual deceptiveness ρ ∈ [0, 1] of trajectories,
i.e., the relative weight between motion and appearance models to be used
when tracking (c.f . Eq. (4.3)). We propose to learn it in 2 steps from a set of
annotated trajectories T . We first learn a raw deceptiveness ~ρe independently for
each ground-truth trajectory. As ~ρe tends to overfit to its own track, in the second
step we diffuse it across neighboring trajectories to obtain a more consistent
deceptiveness ρ that generalizes better. We detail these steps below.
Learning raw deceptiveness from one trajectory. In this section we want
to learn the raw deceptiveness ~ρe of a single ground-truth trajectory. This is a
vector of values ρek for each frame k in the trajectory. We learn it by tracking
the object automatically and seeing where and how much ground-truth motion
information is needed to reproduce the ground-truth object trajectory.
Problem formulation. We start with the important observation that ~ρe should
be sparse, i.e., rely on appearance as much as possible instead of motion. This
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prevents overfitting and ensures that unobserved or unexpected behavior of the
objects will still be captured. In other words, we want ~ρe> 0 only when strictly
necessary. We encode this objective with the following optimization problem:
minimize
~
ρ
e

T
X

ρek

k=1

subject to

∀k ∈ [1, T ],

0 ≤ ρek ≤ 1,

(4.5)

trackingError(~ρe) ≤ θ,

where trackingError is a function that measures the overall error made by
the tracker over the full trajectory and θ ≥ 0 is the threshold we use to decide
whether the tracking was successful. In our experiments, we use the common
Center Location Error (CLE) as trackingError. When tracking an object durPT
ing T frames, trackingError = k=1 ξ k /T , where ξ k is the distance at frame
k between the center location of the automatic and the ground-truth trajectories.
Note that a solution always exists: setting ~ρe to ~1, the tracker is simply reproducing the ground-truth and the trackingError is 0. In practice, this never
happens with the relatively loose error threshold θ of 15 pixels that we use.

Deceptiveness as a set of local Gaussian updates. The optimization problem
in Eq. (4.5) is very general and complex to solve because the tracking error
depends on the full trajectory and the full sequence of ~ρe. Fortunately, we can
exploit the cumulative nature of trackingError and the sequential properties
of tracking (as detailed below and in appendix A) to derive an efficient algorithm that starts from ~ρe = ~0 and iteratively increments it until the trackError
constraint is fulfilled. To do so, we propose to model ~ρe as the truncated sum
of a set of local spatial Gaussian updates G = {g( · |ki0 )}i=1...Nc , where each
Gaussian update g has a fixed standard deviation σup and is centered around a
frame ki0 :
ρek = min 1,

Nc
X

!
g(k|ki0 )

,

e (s(k)|s(ki0 ), σup ),
g(k|ki0 ) = N

(4.6)

i=1

where s(k) is the cumulative distance from the frame 1 to frame k. Since
the values of ~ρe are now sums over local Gaussian updates, learning ~ρe becomes
finding the (small) set G of frames ki0 where to apply those updates. Notably,
multiple updates will accumulate near the most deceptive regions of a track.
In practice, we set σup to the size of the bounding box and g has a maximum
e.
response of 0.2 at the center of the Gaussian, hence the notation N

40

4. L EARNING TO TRACKING FROM FEW ANNOTATIONS

100

Relative position

ξ

Iteration 1

d 2ξ/dk 2

0
2

5

10

15

20

5

10

15

20

15

20

15

20

Relative acceleration

25

30

35

40

45

frame (k)

25

30

35

40

45

25

30

35

40

45

25

30

35

40

45

frame (k)

0

−2

Deceptiveness update

Prev
New

ρ̃

1
0

Iteration 2

10

frame (k)

Deceptiveness update
Prev
New

ρ̃

1

5

0

Iteration 5

10

frame (k)

Deceptiveness update
Final

ρ̃

1

5

0

5

10

15

20

25

frame (k)

30

35

40

45

Figure 4.2: We learn how to make the tracker reproduce a trajectory that is closer than
trackingError to the ground-truth. We start by completely trusting appearance (~ρe = 0)
and we track with it. If trackingError goes over θ then an update is applied to ~ρe and we
restart tracking. The process is repeated until ~ρe is high enough to fulfill the trackingError
constraint. (NB: The original images have been flipped for clarity.)

Optimization process. Using this new definition of ~ρe, we now describe our
variation of backjumping [Prosser, 1993] to optimize of Eq. (4.5), as illustrated
in Fig. 4.2. We initialize G = ∅ , ~ρe = ~0 and k = 1, and repeat the following
steps:
1. We track the object using ~ρe from frame k until failure or end of track.
If we reached the end of the track, we return ~ρe as the solution.
Otherwise we continue with the following:
2. We find the frame k 0 where the relative acceleration between the track
and the ground-truth is maximum, i.e., we use the 2nd-order derivative
of ξ k .
We add g( · |k 0 ) to the set of local updates G and remove from G all the
updates on later frames, since they are now potentially irrelevant.
3. We recompute ~ρe as for the new set of local Gaussians G. Let k 00 < k 0 be
the first frame for which the deceptiveness was impacted by this update.
4. We set k = k 00 −1 and go back to step 1.
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Figure 4.4: Comparison of raw and consistent deceptiveness. Note the variability of ρe
and how ρ manages to detect the underlying difficult zones, cropped occlusions in b).
The intensity of ρ translates to the difficulty of the occlusions.

In this algorithm, we have exploited many observations. First, trackingError is
cumulative, hence we know that the tracking has failed as soon as the partial
error reaches θ. Second, a failure at frame k can only be recovered with updates
on earlier frames. Finally, an update at frame k invalidates all the later updates
but does not affect earlier tracking.
To further prevent overfitting, we post-process as described below the deceptiveness of ground-truth tracks ~ρe to ensure spatial consistency.
Spatial diffusion of raw deceptiveness. Some objects, due to size and appearance, are harder to track than others, c.f . Fig. 4.3. Therefore, the learnt ~ρe
are not always good estimates of the deceptiveness for all tracks. We aim
to learn an underlying deceptiveness ρ that is consistent for neighboring an-
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Figure 4.5: Trajectory annotations we obtain with the IAP annotation selection method.

notations, hence finding regions in the scene where appearance is deceiving,
c.f . Fig. 4.4.
To this end, we propose diffusing the ρe across the image pixels with [Kolmogorov, 2006], employing a grid-graph with 8-connected neighbourhoods.
The graph has pairwise potentials encouraging smoothness via l2 -norm between neighbouring ρ values and unaries trying to preserve the original ρe.
Specifically, we define Nij as the number of trajectories that include pixel
(i, j). For each pixel (i, j) with at least one observation (Nij > 0), we assign
it a representative observation ρeij , which is the average of the observations in
a spatial neighbourhood of radius of 25% of the average size of the windows.
We then use ρeij to define unary potentials:

Uij (ρ) =

N (ρ|e
ρij , σD )
Unif(0, 1)

if Nij > 0
otherwise,

(4.7)

which we discretize uniformly in 11 values: 0, 0.1, . . . , 1. That is, for pixels
with observations (N ij > 0) our unary is a Gaussian centered around ρeij
with a fixed standard deviation σD = 0.2. Otherwise (Nij = 0), the unary is
uniform.
Our experiments show that this diffusion improves tracking at test time.
4.4.2

Automatic annotation selection

In our work, we aim at improving tracking performance by exploiting trajectory annotations. As already argued, we want to limit the number of annotations that the user has to provide. Thus, we propose to first automatically
select the most representative and diverse trajectories using a variant of Affinity Propagation (AP, [Frey & Dueck, 2007]), which we denote as Incremental
Affinity Propagation (IAP).
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Using AP is beneficial in our scenario. First, it is a clustering algorithm which
is based on data similarities, which are more natural for sequential data such
as tracks than data points. Second, AP is an exemplar-based clustering method
that selects the data sample that is the most representative for each cluster.
However, AP has the drawback that the exemplars for K clusters need not be a
superset of the exemplars for K 0 < K clusters. Ideally, if the user has already
annotated K 0 tracks, observes that the performance can still be improved and
believes that annotating K > K 0 could help, then only K − K 0 new tracks
should be needed, and not K. Thus, whether the user chooses to annotate tracks
one-by-one or by batches has no influence on the final tracking performance.
To achieve this property, we use the so-called data preference value Pi to ensure that, when AP returns a set ψN of N exemplars, it is a superset of ψN −1 .
This is done in a incremental fashion by modifying Pi dynamically, using Pik
at step k. We start with Pi1 = λ1 , a constant value determined so that only
one exemplar is chosen: ψ1 = {ti1 }. Then, at each subsequent step k ≥ 2,
we assign an infinite preference to the already selected trajectories ψk−1 , i.e.,
Pik = ∞ if ti ∈ ψk−1 , and λk otherwise. λk is found by bisection such as
AP returns a set of k exemplars, ψk . In practice, the sequence of λk is progressively increasing. This process is repeated until N trajectories have been
incrementally clustered.
To define track similarities, we first represent a track ti by a set of Q = 50
trajectory centers interpolated uniformly in space: ti = cij , j = 1 . . . Q . Interpolation in space is a very effective way to account for variation in time
and speed, while avoiding to resort to more complex methods such as dynamic
time warping. Then, for a pair of trajectories (ti , tj ), we define their asymPQ
metric similarity ŝ(ti , tj ) as ŝ(ti , tj ) = − k=1 minl kcik − cjl k2 . Finally, we
symmetrize the similarities using S(ti , tj ) = 21 (ŝ(ti , tj ) + ŝ(tj , ti )).
Fig. 4.5 shows the trajectory annotations we obtain with this procedure. We
show in the experiments that IAP yields more useful annotations than a random
trajectory selection, especially for a small number of annotations.

4.5

Conditioning transfer on an event model

The flow of objects in structured scenes typically presents patterns and spatiotemporal dependencies [Kuettel et al., 2010; Ali & Shah, 2008]. We build
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upon the model and code of [Kuettel et al., 2010] to exploit this idea and improve tracking performance. Put simply, [Kuettel et al., 2010] learns a Hidden
Markov Model (HMM) temporal segmentation of the video by finding prototypical optical flows, (c.f . Fig. 4.6). The states of the HMM correspond to
events and the transition probabilities between such events are also learnt. We
can use this HMM to assign a global event to each frame in a video of the same
scene. In our videos, it successfully detects high-level sequences in the scene,
such as traffic light cycles. Among the benefits of [Kuettel et al., 2010], it is
completely unsupervised, so we train it with sequences of 30 minutes without
requiring any user interaction, and it automatically finds the optimal number
of events. To exploit the events, we adapt both the training and test phases as
described below.
Training phase.
We use the HMM model to infer the event sk of each
frame k in the training set. Then, the bounding-boxes x̄ik of trajectories i in
frame k are augmented with the event information. That is, a trajectory annotation i is now composed of a sequence of location, deceptiveness and event
triplets (x̄ik , ρik , sik ) k . The event model does not impact how we learn the
raw deceptiveness ρe, since it is learned individually for each trajectory, but we
apply the spatial smoothing separately for each event and its associated (sub)trajectories.
Test phase. We also infer the most probable event segmentation of the test
sequences using the HMM model. Thereby also obtaining an event sk for each
frame k. Then, we condition the nearest neighbour search described in Sec. 4.3
on sk . We do this by simply restricting the search on the subset of the trajectory
annotations that are also assigned to sk : x̄ik0 = argmin(b, · ,sk )∈T d(xk , b).
After x̄ik0 is found, its displacement and deceptiveness are transferred as in
Sec. 4.3.
Fig. 4.6 shows how associating the trajectory annotations to events prevents
ambiguities that can appear when searching the nearest neighbor. This conditioning corresponds to grouping the trajectory annotations by event, so we refer
to these groups as event trajectories. Note from Fig. 4.6 how the trajectory annotations are much more powerful than optical flow in regions where objects
are small or occluded. We show in the experiments that this association has a
considerable impact on the tracking performance at test time.
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Figure 4.6: Illustration of our full learning phase with 40 annotations for Hospedales1,
with trajectories and deceptiveness conditioned on events. Ambiguous regions present
in the original annotations (top) do not occur in event trajectories.

4.6

Experiments

We present in this section our experimental setup and results. In Sec. 4.6.1
we first describe our datasets and evaluation metrics. The remainder of the
section is split in two parts: we first show in Sec. 4.6.2 a comparison with the
state of the art and then, in Sec. 4.6.3, we evaluate the impact of the different
components of our framework on the final results. We use the same parameters
for all the experiments, as defined in the previous chapters. We also provide an
analysis of the speed of our method in Sec. 4.6.4.
4.6.1

Dataset and experimental protocol

For our experiments, we have used two different scenarios from [Kuettel et al.,
2010], denoted as Hospedales1, (c.f . Fig. 4.6), and Hospedales3, (c.f . Fig. 4.4).
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These two scenarios show two different crossings with heavy vehicle traffic
and traffic light cycles. They are challenging due to occlusions, appearance
changes (vehicles turning), low resolution and entry/exit points at the horizon.
We have used [Yuen et al., 2009] to create 61 and 100 test track annotations,
respectively, for a total length of 112,345 frames (74.5 minutes). For training,
we collected 517 and 341 additional trajectory annotations, respectively. We
have created them on a completely separate span of time of 10 minutes in
each scene. In total we have 858 available training tracks.1 However, our
method only needs a small subset of them. This larger number of training
tracks will help us evaluate important aspects of our method: (i) How does the
tracking performance evolve as we use more trajectory annotations? (ii) Are
our automatically selected tracks better than randomly selected tracks? We
provide answers in Sec. 4.6.3.
Concerning the event discovery model of [Kuettel et al., 2010], since it is unsupervised, we trained it on a 30-minute clip for each sequence, without the
need for human intervention or annotation. These training clips were chosen
such that they do not contain any of the objects of the test sequences.
To measure performance, we use two popular tracking performance metrics [Wu
et al., 2013]: the Center Location Error (CLE) and the Success Plot (SP). CLE
averages for each target object and each frame the distance between the center of the estimated window and the center of the ground-truth window. The
Success Plot measures the percentage of frames where the target object is successfully detected for a certain intersection-over-union (IoU) threshold [Wu
et al., 2013], i.e. the detection rate. For one target object, detection rate is plotted as a function of IoU, as it is varied between 0 and 1. To summarize the
plots for all target objects, we compute their areas-under-the-curve (AuC) and
we refer to the average over tracks as SP. A high-performing tracker will have
a low CLE and a high SP.
4.6.2

Comparison with the state of the art

Tabs. 1a and 1b show the performance of the state of the art and our framework
for Hospedales1 and Hospedales3, respectively. Note that [Hare et al., 2011;
1 This
data
is
available
on
www.vision.ee.ethz.ch/˜smanenfr/
deceptiveness.
2 We only evaluated [Kalal et al., 2012] for the frames for which it provided a bounding box.
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Table 4.1: Comparison with the state of the art on 61 tracks in Hospedales1 and 100
tracks in Hospedales3. The improvement of our approach with respect to the state of
the art is shown in blue in parenthesis. In bold we show the best method between [Jia
et al., 2012], [Kalal et al., 2012], [Hare et al., 2011] and using 10 annotations in our
method.
(a) Hospedales1 (61 tracks)
Metrics [Hare et al., 2011] [Kalal et al., 2012]2 [Jia et al., 2012]
CLE ↓
SP ↑

31.8
0.35

39.7
0.41

42.5
0.48

[Jia et al., 2012] with
Proposed method with # annotations
Kalman
0
10
20
30
40
40.4
42.5 9.6 (-70%) 10.6 (-67%) 9.6 (-70%) 10.4 (-67%)
0.49
0.48 0.59 (+20%) 0.57 (+16%) 0.58 (+18%) 0.57 (+16%)

(b) Hospedales3 (100 tracks)
Metrics

[Hare et al., 2011]

[Kalal et al., 2012]2

[Jia et al., 2012]

CLE ↓
SP ↑

57.6
0.15

68.7
0.21

33.2
0.43

[Jia et al., 2012] with
Kalman
44.3
0.39

0
33.2
0.43

Proposed method with # annotations
10
20
30
40
23.9 (-28%) 28.4 (-14%) 17.7 (-47%) 16.0 (-52%)
0.44 (+2%) 0.45 (+5%) 0.46 (+7%) 0.46 (+7%)

Jia et al., 2012; Kalal et al., 2012] rank within the 5 best single object trackers
according to the recent exhaustive benchmark [Wu et al., 2013]3 . We show the
performance of our framework for different number of annotations, a common
theme that we adopt in the experimental section of this work. We obviously
obtain the same result as [Jia et al., 2012] if we do not use any annotations,
because in that case our model precisely falls back to the appearance model.
As we are provided with trajectory annotations we obtain a considerable improvement with respect to the state of the art. For example, with as few as 10
trajectory annotations, we obtain a relative improvement of 70% and 28% CLE
for Hospedales1 and Hospedales3 respectively and 20% and 2% SP for these
same scenarios. With 30 trajectory annotations, the improvement Hospedales3
becomes 47% for CLE and 7% for SP. For comparison, we also extended [Jia
et al., 2012] with a Kalman filter [Kalman, 1960] (using a hand-tuned ρ = 0.2)
and show that it brings a much lower improvement than our motion model.
This occurs despite the use of the exact same fixed parameters for our motion
model and the Kalman filter. The classical Kalman filter is simply not as powerful as our motion model since it does not learn from trajectory annotations.
These results highlight the difficulty of tracking in our videos, and the huge
benefits that our method is able to gain from a few manual annotations.
Note that our framework is not restricted to the use of the appearance model
of [Jia et al., 2012]. It can easily accommodate future, better performing appearance models.
3 We

used the code of the authors publicly available in their webpage.
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(a) Annotation selection
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Jia et al. [2012]
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#Annotations

(b) Learning deceptiveness

Figure 4.7: In a) we compare our IAP annotation selection method with a random ranking baseline using a fixed ρ of 0.2 and all events (over 10 different runs). b) compares
the results of the proposed framework using different variants of deceptiveness (see
text).

4.6.3

Baseline comparison

In this section we perform some baseline comparisons for the three main components of our proposed framework: (i) Our selection annotation approach,
(ii) learning the visual deceptiveness and (iii) conditioning the transfer on the
event model of [Kuettel et al., 2010]. Here we only show the SP performance
metric. The remainder of the results are presented in the appendix A.
Automatic annotation selection. We compare the IAP annotation selection
method described in Sec. 4.4.2 with an incremental random selection baseline.
Fig. 4.7a shows the performance of the framework with these two methods and
a fixed ρ of 0.2. For the random sampling of annotations, we show the average
of the curves obtained with 10 different random sets. Due to space constraints,
Fig. 4.7a only shows the results for the scene Hospedales1. The results of
Hospedales3, which have similar conclusions, can be found in appendix A.
Our annotation selection approach shows a considerable improvement for few
annotations, since we pick representative and diverse trajectories. This is especially important for practical applications, where obtaining trajectory annotations is costly. As expected, this difference between the two methods decreases
as more annotations become available and vanishes when using all of them.
Learning deceptiveness. Learning ρ is a major component of our framework
and our contributions. We show in Fig. 4.7b the final tracking performance if
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... using the annotations + learned
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(a) Success cases

Fixed ρ 0.2 - One event
Fixed ρ 0.2 - All (4) events
Learned ρ - One event
Learned ρ - All (4) events (ours)
Jia et al. [2012]
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#Annotations
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(b) Event modeling (Hospedales1)

Figure 4.8: a) shows some cases in which our framework improves the tracking results.
Ground truth in green, [Jia et al., 2012] in red and ours (40 annotations) in blue. Our
method can track through deceiving zones by following previously learned trajectories
in the regions where the original tracker failed at training time. b) shows a comparison
of conditioning the transfer on one or all events with fixed and learned deceptiveness
for Hospedales1.

we use a fixed deceptiveness of 0.2, if we learn it independently for each trajectory (e
ρ) and if we additionally diffuse it spatially to obtain a consistent deceptiveness ρ. We draw two conclusions: i) Diffusing the deceptiveness across
trajectories improves the performance of our approach and considerably impacts its stability with respect to the annotation sets. As expected, the diffusion
aggregates the independently learned deceptiveness, extracting an underlying
and consistent one, c.f . Fig. 4.4. ii) Learning deceptiveness with the proposed
algorithm improves the results with respect to fixing the deceptiveness to a
hand-tuned value of 0.2, and consistently outperforms the baseline tracker on
both datasets. The improvement is especially noticeable in Hospedales3, since
this dataset has zones with different degrees of difficulty to track. Fig. 4.4
shows how our framework is able to learn larger ρ values for regions with
more difficult occlusions.
Fig. 4.8a shows some examples of especially difficult tracking regions with
the corresponding deceptiveness that we have learned and how it helped to
successfully track the objects at test time.

50

4. L EARNING TO TRACKING FROM FEW ANNOTATIONS

Conditioning transfer on an event model. The last component of our framework, and one of our contributions, is the conditioning of the transfer on the
events in the scene. We show in Fig. 4.8b how much this can improve tracking
performance in Hospedales1. Again, the results of Hospedales3 can be found
in appendix A. Generally, using conditioning on events in the scene improves
results, whether we learn the visual deceptiveness or not. Indeed, transferring
from the event trajectories helps to solve ambiguities in the scene, c.f . Fig. 4.6.
Importantly, even when using just one event the method we propose to learn
ρ also gives better results than a fixed ρ. Overall, the best results are obtained
with our full framework: learning deceptiveness and conditioning the transfer
on the event model of the scene.
4.6.4

Speed

The proposed tracking framework is very efficient at test time. Computing the
appearance model of [Jia et al., 2012] takes 175ms per frame on average. In
contrast, computing our motion model comes at a cost of only 1.5ms with unoptimized code, excluding the real-time optical flow computation. This occurs
because at test time the algorithm just has to do a nearest neighbor search and
transfer the displacement and deceptiveness that was learned at training time.

4.7

Conclusion

In this chapter, we have proposed a new visual tracking framework for a surveillance setup where we combine appearance and motion models in a single
tracker. In this framework, we automatically learn from a small set of trajectory annotations how deceiving the appearance model is in different spatial
and temporal regions of the scene. This leads to the concept of visual deceptiveness. At test time, we transfer the displacement and deceptiveness from the
trajectory annotations. The framework is extended by conditioning the learning and transfer on an event model, which helps resolving ambiguities when
searching for the closest trajectory from which to transfer. Moreover, we propose an incremental clustering approach to automatically select from the training sequence a small number of tracks which should be annotated by the user.
We show in our experiments that those contributions are complementary and
lead to state-of-the-art tracking results on 161 tracks that we publicly release.
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One of the limitations of our current framework is that it disregards context, i.e.
the position of the other vehicles, to learn deceptiveness. We plan to include
such context modelling in future work. We also want to cast our framework
in an active learning scenario, where the learned deceptiveness on the first few
annotated tracks will guide the selection of new trajectory annotations so as to
further improve tracking. Ideally, the system would also find the number of
annotated tracks that are needed.

5
Leveraging single for multi-target
tracking
5.1

Introduction

This chapter presents a way to incorporate visual trackers, such as the one presented in Chapter 4, in a tracking-by-detection framework. Multi-target tracking (MTT) aims to infer target trajectories in a video. This is challenging in
the presence of low image quality, target deformations, occlusions, visual and
motion similarity among the targets, and/or cluttered environments. Frame-byframe solutions, such as (visual) target tracking, are prone to failure as they
usually do not cope well with ambiguous or noisy observations and the overlap
of target trajectories. Multi-frame solutions use more information and reach
improved results by considering all the observations of the video in one holistic optimization. From the latter category a popular approach is the so-called
Data-Association-based Tracking (DAT) [Zhang et al., 2008; Xing et al., 2009;
Li et al., 2009; Ben Shitrit et al., 2011; Pirsiavash et al., 2011; Wang et al.,

(1) Object detection

(2) Single-target tracking

(3) Multi-target tracking

Figure 5.1: We (1) compute object detections, (2) from which we initialize a visual
tracker to obtain short trajectories, which we use for (3) global data association.
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2014], in which detections or short track fragments are associated into trajectories using a variety of features.
The MTT literature flourished with the advances in object detection [Girshick
et al., 2014; Benenson et al., 2012; Felzenszwalb et al., 2010]. The ‘trackingby-detection’ paradigm became a dominant direction for both visual tracking
(VT) [Wu et al., 2013] and MTT research [Luo et al., 2014]. MTT takes as
input a (dense) set of detections in an image sequence. With object detections,
most MTT solutions rely on two main components [Luo et al., 2014]: an affinity measure and an association optimization formulation. The affinity model
provides the likelihood that two detections/tracklets belong to the same target, while the optimization framework determines the linkage between detections/tracklets based on their affinity. Popular optimization frameworks include
the Hungarian algorithm [Xing et al., 2009], Linear Program [Ben Shitrit et al.,
2011] and cost-flow network [Zhang et al., 2008]. Detection errors force MTT
approaches not only to solve the association problem, but also to figure out
false positives and missing detections. Accurate affinity measures are crucial
for both tasks: assigning detections of the same object together and singling
out false detections for the final optimization to prune them.
The affinity between detections can be defined based on different properties.
1) Appearance models (based usually on pixels, gradients or visual words)
are useful when handling known object classes with low intraclass variability.
However, for challenging scenarios (our focus) with clutter, occlusions, target
ambiguity, inaccurate or missing detections and targets with large variability in
appearance, appearance models are often less reliable sources of discriminant
information than motion and/or interaction between the targets. 2) Interaction
models assume a fair amount of prior knowledge about the targets and/or large
annotated training materials, which limits their applicability [Pellegrini et al.,
2009]. 3) Motion models, on the other hand, in their simplest form of direction
preservation, can help recovery from trajectory crossings and/or (short-term)
occlusions. Pirsiavash et al. [Pirsiavash et al., 2011] consider that targets move
slowly, the affinity between different time frame detections is given by the overlap in the image space. Lasdas et al. [Lasdas et al., 2012] use motion priors in
static-camera scenes to improve over Pirsiavash et al. Some approaches do not
globally optimize over detections directly, but rather first build track fragments
(tracklets) employing optical flow [Zhao et al., 2012], greedy local assignments [Wu & Nevatia, 2007], RANSAC-based clustering [Liu et al., 2013a], or
the optimization framework with conservative settings [Kuo & Nevatia, 2011;
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Huang et al., 2008], to then optimize over them. These methods are complementary to ours, since our affinity measure can be trivially extended to associate tracklets instead of individual detections. Xing et al. [Xing et al., 2009]
and Yang and Nevatia [Yang & Nevatia, 2012b] employ a constant velocity
model to extend pairs of tracklets in the overlapping time frames. The difference between the predicted positions is their used affinity measure. A variant
is the dynamic model of Andriyenko and Schindler [Andriyenko & Schindler,
2011]. Kuo and Nevatia [Kuo & Nevatia, 2011] use the acceleration besides
the position and velocity. [Benfold & Reid, 2011] proposed an affinity measure
based on the amount of KLT tracks that are consistent between two detections.
When the targets are moving freely, then sets of motion patterns or non-linear
motion models could help [Yang & Nevatia, 2012b]. Andriyenko et al. [Andriyenko et al., 2012] employ a multi-model fitting in discrete-continuous optimization. More recently, [Dicle et al., 2013] proposed the association of tracklets whose union can be explained with low order motion models. For defining
the affinity measure some works use handcrafted combinations of the aforementioned models [Wang et al., 2015; Kuo & Nevatia, 2011; Luo et al., 2014],
while others learn metrics and/or boosted combinations [Wang et al., 2014; Li
et al., 2009].
Our main contribution is the ‘trajectory overlap’ (TO) affinity measure. It
generalizes the standard overlap (Intersection-over-Union, IoU) [Everingham
et al., 2010] often used to measure the affinity between two detections. Our
TO measures the likelihood that two detections belong to the same target. In
particular, given two detections at different frames, we perform VT starting
from each of them and towards the frame of the other. We then learn a metric
with features extracted from the behaviours (e.g overlaps and distances) of the
two tracking trajectories to obtain our TO affinity measure. The main steps
of TO are illustrated in Fig. 5.1. Our approach is similar in spirit to the point
trajectory generation of [Kalal et al., 2010]. The difference is that our affinity is based on VT results and used in an MTT framework. [Yan et al., 2012]
also proposed using VT results to improve MTT. But they simply use visual
tracklets to extend the pool of detections and solve the association in a frameto-frame greedy manner, whereas we integrate VT in a globally optimal MTT
framework. The superior performance of TO are ascribed to 1) the power of
VT, which has proven reliable to track objects for at least a short period of
time [Wu et al., 2013; Jia et al., 2012], and 2) the power of metric learning.
By integrating VT and metric learning into MTT, our method is able to handle
more challenging datasets where missing detections (gaps) or inaccurate detec-
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tions are common. We use as global data association framework the cost-flow
network of [Zhang et al., 2008].

5.2

Global Data Association Framework

The data association in MTT is usually formulated as a Maximum a Posteriori (MAP) problem. We review here the framework we use, as proposed by
Zhang et al. [Zhang et al., 2008]. The goal is to find the most likely set of
trajectories hypothesis given a set of object detections X = {di }. Each detection di = {xi , si , ti , βi }, is represented by its position xi , scale si , time ti , and
confidence measure βi ∈ [0, 1]. Each individual hypothesis Ti consists of a set
of detections sorted by time, e.g. {d4 , d10 , d13 , d20 }. Assuming 1) trajectory
independence, 2) non-overlapping trajectories and 3) using costs (negative loglikelihoods), the MAP inference can be re-written [Pirsiavash et al., 2011] as
an Integer Linear Program (ILP):

T =

argminT

X
i

s.t.

Cien fien +

X

Cij fij +

i,j

i

fien , fij , fiex , fi ∈ {0, 1}
X
X
fien +
fji = fi = fiex +
fij
j

X

Ciex fiex +

X

Ci fi

i

(5.1)

j

where T is the set of trajectories that minimize the total cost, Cien and Ciex are
the costs of di being, resp., the entry and exit points of a trajectory, Ci is the
cost of considering di a true positive and Cij is the cost of linking detections
di and dj . As in any Integer Program, fien , fij , fiex and fi are variables that
indicate if their respective cost should be applied.
The detection cost, Ci = log ((1 − βi )/βi ), is positive if the detection confidence βi is over 0.5 (and negative otherwise). These confident detections
are the ones that encourage the global optimization to associate detections and
generate trajectories. Typically, and also in our work, Cien and Ciex are considered constant, i.e., without an entry or exit point prior. We indicate in section
Sec. 5.4.1 the value we use for these parameters.
Eq. (5.1) can be solved with the push-relabel maximum flow algorithm of
[Cherkassky & Goldberg, 1997] if the number of trajectories K is known. K
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{
xj

(3) Ambiguous case (big time gap up to )
xi

xi

(1) Visual track ( )

xi

?

High affinity

xj
xj
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xi

(2) Trajectory prediction ( )
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Figure 5.2: Illustration of the Trajectory Overlap (TO) affinity measure. For each detection we (1) run a visual tracker to obtain short trajectories (ν) that we use to (2) make
trajectory predictions (T i ). (3) TO can handle ambiguous cases in which two detections
are separated by a number of frames (gap), by measuring the overlap of the predicted
trajectories.

can be determined by finding the solution with lowest cost using bisection.
The overall complexity of the global association is O(N 3 log2 (N )), assuming
a uniform distribution of the detections X throughout the video. We use the
push-relabel implementation from [Pirsiavash et al., 2011].
In the rest of the chapter, we work with the affinity measure Aij ∈ [0, 1], which
is used to compute the pairwise linking cost as Cij = − log(Aij ). Aij is an
intuitive measure representing the likelihood that di and dj should belong to
the same object and should be associated.

5.3

Trajectory Overlap Affinity Measure

In this section we introduce the main contribution of this chapter – our TO
affinity similarity measure. Let the real value Aij ∈ [0, 1] be the affinity measure between detections di and dj . Aij indicates how likely it is that detections
di and dj belong to the same object. As briefly explained above, we propose
to compute Aij based on trajectories predicted from di and dj using a visual
tracker (see Fig. 5.2).
For each detection di in the video, we initialize a visual tracker and track the
object hypothesis forwards and backwards in time for a certain amount of time
τ . By this means, we obtain a relatively short trajectory νi centered around the
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detection (ti −τ ≤ t ≤ ti +τ ), see Fig. 5.2. Tracking for a longer duration will
provide more information, but it will also be more susceptible to drifting and
efficiency issues. Therefore, we fit a motion model M to νi to make a more
extensive prediction of the trajectory of detection i. We denote this refined trajectory prediction with T i (see Fig. 5.2). Note that fitting a motion model to νi
introduces motion dynamics to the classical multi-target tracking framework.
Indeed, fitting such a motion model helps when tracking through big gaps of
missing detections and occlusions. We test different combinations of tracking
durations τ and models M in the experiments and show how the optimal complexity of the model is directly related to the visual tracking duration τ , i.e.,
a higher τ can accommodate a more complex motion model. In practice, the
trajectory predictions only need to be accurate up to the next detection of the
same object.
Each trajectory prediction T i is the result of the target-specific appearance
model and the motion model of visual tracking. Detections that are associated
should have similar trajectory predictions, whereas false positives of the object
detector should be uncorrelated with respect to other detections. Based on
these valuable properties, we propose to learn Aij using a feature vector Φij
extracted from the trajectory predictions T i and T j (see Fig. 5.2).
The feature vector Φij consists of three concatenated vectors:
1. Time-wise overlap: The overlap of T i and T j in each frame between
di and dj . These overlaps are uniformly quantized in 10 bins to obtain a
constant feature length. We use the PASCAL VOC [Everingham et al.,
2010] intersection-over-union (IoU) to compute the overlaps. The feature takes into account the relative location and size of the objects.
2. Time-wise normalized distance: The distance between the centers of
the detections di and dj for each frame, which is also uniformly quantized with 10 bins. We use the euclidean distance normalized with the
average size of the detections at each frame.
3. Time difference: The time difference between detections di and dj , i.e.
|ti − tj |. This feature helps to encourage connectivity, in order to avoid
skipping valuable detections and duplicated trajectories.
In a sense, the time-wise overlap and distance features extend the affinities
used in [Pirsiavash et al., 2011] and [Zhang et al., 2008]. The main difference
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is that these previous works perform the computation directly using di and dj ,
whereas we compute them at each time-frame t between the detections, using
the intermediate detections from the trajectory predictions T i and T j . This
makes our similarities more accurate in the presence of false negatives and
occlusions, cf. Fig. 5.4.
Similarly to most global-association tracking-by-detection methods, we only
consider connections within a certain temporal neighbourhood κ. That is, we
only allow positive affinities Aij between two detections di and dj if |ti −tj | ≤
κ. This neighbourhood maintains the method efficient and avoids very long
jumps that could potentially introduce many false positives. Since our affinity
is quite conservative and reliable even across big gaps, we can afford to have
large jumps κ. We use 4 seconds (100 frames) in our experiments. Note that
given a certain neighbourhood κ each trajectory prediction T i only needs to be
accurate up to κ frames as shown in Sec. 5.4.3. We motivate our selection of
the visual tracker in the implementation details section, Sec. 5.4.1.
5.3.1

Learning the TO affinity measure

We model our affinity measure using logistic regression from the feature vector
Φij :
1
Aij =
(5.2)
T Φ +b) ,
−(w
ij
1+e
where w are the weights indicating the importance of each feature and b is a
bias.
We learn w and b from a set of training trajectory annotations in a different
training sequence. In order to have the most similar settings at training and test
time, we use the same object detector to obtain an initial set of detections. Each
pair of detections with an overlap of at least 0.25 IoU with the same ground
truth trajectory is a positive example (yi = 1). And the pairs of detections that
do not overlap the same trajectory, those which belong to different trajectories,
are negative examples (yi = 0). We use the previously described feature extraction process both at train and test time. For each detection di , we use the
same visual tracker to obtain a short trajectory νi , to which we fit the same
motion model M that we use at test time.
In our experiments, we train the weights of the regressor w in a separate set of
trajectories with 5,842 positive object examples and equal number of negative
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Table 5.1: Learned weights (w, b) for TO.

Time-wise overlap weights (10 bins):
1.31 1.38 1.46 1.54 1.60 1.60 1.54 1.45 1.38 1.31
Time-wise normalized distance weights (10 bins):
-0.35 -0.35 -0.36 -0.36 -0.36 -0.36 -0.36 -0.35 -0.35 -0.35
Time difference weight: -0.33
Bias (b): 4.51
examples. We use the same weights, w and b, for all the experiments, showing
how the same weights can be used across datasets. Tab. 5.1 shows the learned
weights. The learning yields very intuitive results: 1) A higher overlap and a
lower distance between the trajectories increases the affinity. 2) Interestingly, a
negative weight for the time difference encourages connectivity, i.e., the affinity between two detections is higher if they are closer together in time. This
plot shows how the importance of the overlap is the highest right at the middle,
time-wise, of two detections and gradually diminishes in both directions outwards. This follows the intuition that the trajectories will most likely overlap
close to the middle of the two detections if they actually belong to the same
object. Since the measure is symmetric, the largest distance is in the middle,
and the bin weights are symmetric as well.

5.4

Experiments

We present in this section our experimental setup and results. Sec. 5.4.1 details the sequences and metrics we use and implementation details. Sec. 5.4.2
presents a comparison of our method with the current state-of-the-art. In Sec. 5.4.3
we give more insight into the TO affinity measure by analyzing various properties and features.
5.4.1

Datasets and experimental protocol

We evaluate our method on two datasets: i) we use the MOT Benchmark [LealTaixe et al., 2015] to compare with state-of-the-art methods and ii) provide
additional baseline and state-of-the-art comparisons on two publicly available
surveillance sequences (Hospedales3 and Kuettel1).
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The MOT Benchmark [Leal-Taixe et al., 2015] consists of 11 sequences with
721 pedestrian trajectory annotations. These sequences are very diverse. They
have different lengths, frame rates, some are taken at street-level and others
from a higher viewpoint. The dataset also includes static and moving cameras. It enforces learning only from a training set and aims to be the standard
benchmark in multi-target tracking. We use this benchmark to present a stateof-the-art comparison.
The second datasets we use contains 329 long trajectories, with 231,853 object
instances, distributed over two sequences: Hospedales3 (see Fig. 5.4 top), 256
trajectories, and Kuettel1 (see Fig. 5.4 bottom), 73 trajectories. Both are 2000
frames long and have a frame rate of 25 frames per second. These sequences
were first introduced by [Hospedales et al., 2009] and [Kuettel et al., 2010].
They are very challenging due to heavy occlusions, small objects and low image quality, hindering the accuracy of the initial object detections. Moreover,
we do not only evaluate on vehicle tracking, but also on tracking of pedestrians
in Kuettel1, which often are < 50 pixels tall. We use the trajectory annotations
provided by [Manen et al., 2014] for Hospedales3 and provide on our website
annotations for Kuettel1, for which we used the annotation tool [Yuen et al.,
2009].
It is challenging to evaluate MTT with just one metric. Therefore, we use
a combination of the popular CLEAR MOT Metrics [Bernardin & Stiefelhagen, 2008a], especially designed for MTT, and the classical Precision-Recall
(PR) curve, which provide a retrieval perspective. These performance metrics require an overlap threshold to consider an object as being properly detected. Since Hospedales3 and Kuettel1 contain many small objects, which are
more difficult to annotate and detect accurately, we use a loose Intersectionover-Union (IoU) criterion of 0.25. We use the standard 0.5 IoU for the MOT
Benchmark.
Initial detections Global-association MTT requires an initial set of object detections. To test the robustness of our affinity measure with respect to detection
accuracy, we use 3 different object detection setups, see Fig. 5.3a and Tab. 5.4.
First we use the detections of Felzenszwalb et al. [Felzenszwalb et al., 2010]
with the out-of-the-box models trained on PASCAL VOC [Everingham et al.,
2010]. These detections are poor, because the appearance of the vehicles and
pedestrians in our datasets is very different than in VOC. To retrain [Felzenszwalb et al., 2010] with more similar objects, we follow the setup of [Manen
et al., 2014] of training a scene-specific detection model with a small set of 30
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Figure 5.3: (a) Precision-Recall curve of the 3 object detectors considered and (b) the
proposed TO affinity measure vs. other measures and tracking frameworks using the
retrained [Felzenszwalb et al., 2010] detector for Hospedales3 and Kuettel1.
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Figure 5.4: Examples where our TO affinity measure allows tracking trough full occlusions and trajectory crossings. Only selected tracks are shown to avoid clutter. Dashed
windows indicate objects that we manage to track during occlusions, when detections
are not available.

trajectory annotations in each sequence, but in a completely separate span of
time. This setup has practical applications, since such a small number of trajectories are fast to annotate for any sequence of interest. Positive examples are
extracted from the trajectory annotations and hard negatives are mined from
the background image. Objects of interest are trained together using 3 components. Fig. 5.3a shows the large improvement (0.3 AP) of retraining. We also
run a background-segmentation-based object detector (BSOD) with 30 trajectory annotations of each sequence. BSOD starts from a set of object proposals,
foreground blobs, which are scored by a trained regression forest based on
location, scale and color contrast features. Fig. 5.3b shows how it yields better results than [Felzenszwalb et al., 2010] with the out-of-the-box model, but
worse than with the retrained model. The retrained version of [Felzenszwalb
et al., 2010] is our default detector for Hospedales3 and Kuettel1. We use the
provided detections for evaluation on the MOT Benchmark to ensure a fair
comparison.
Implementation details We do not consider scene-specific entry or exit priors. Instead we use a constant entry (Cien ) and exit cost (Ciex ) of 10, as in
[Pirsiavash et al., 2011], for all detections, keeping the tracker scene-generic.
We use the visual tracker ASLA [Jia et al., 2012] to obtain the trajectory νi for
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Table 5.2: Comparison in the MOT Benchmark. Best in bold.
Tracker
TBD [Geiger et al., 2014]
SMOT [Dicle et al., 2013]
RMOT [Yoon et al., 2015]
CEM [Milan et al., 2014]
LP2D [Leal-Taixé et al., 2015]
SDT
SegTrack [Milan et al., 2015]
MotiCon [Leal-Taixé et al., 2014]
ELP [McLaughlin et al., 2015]

MOTA
0.16
0.18
0.19
0.19
0.20
0.22
0.22
0.23
0.25

MOTP
0.71
0.71
0.70
0.71
0.71
0.71
0.72
0.71
0.71

MT
0.06
0.03
0.05
0.08
0.07
0.04
0.06
0.05
0.07

ML
0.48
0.55
0.53
0.46
0.41
0.56
0.64
0.52
0.44

ID Sw.
1,939
1,148
684
813
1,649
566
697
1,018
1,396

Frag
1,963
2,132
1,282
1,023
1,712
1,496
737
1,061
1,805

TO (ours)

0.26

0.72

0.04

0.57

383

600

Table 5.3: Comparison in Hospedales3 and Kuettel1. Best in bold.
Affinity

FP rate

TP rate

ID Sw.
(per frame)

MOTP

MOTA

ML

MT

Appearance
[Zhang et al., 2008]
[Pirsiavash et al., 2011]

0.23
0.07
0.05

0.38
0.42
0.42

0.21
0.05
0.02

0.64
0.62
0.62

0.15
0.35
0.38

0.23
0.24
0.23

0.27
0.30
0.31

Ours (unlearned)

0.03
0.03

0.40
0.48

0.00
0.01

0.63
0.61

0.37
0.44

0.31
0.19

0.24
0.33

Ours

each detection di . This tracker has state-of-the-art accuracy [Wu et al., 2013]
and can track scale changes.
We explore in Sec. 5.4.3 different motion models M to make trajectory estimations. But, unless otherwise stated, for each detection i we compute a visual
track νi of 4 frames of length (τ ) forwards and backwards in time and use a
constant velocity motion model M to obtain the trajectory prediction T i . An
advantage of our affinity measure is that it can associate detections across big
gaps of missing detections or occlusions. Therefore, we extract for our method
detections at a rate of 2 frames per second and use a temporal neighbourhood κ
of 4 seconds. We show in Sec. 5.4.3 how a larger the tracking duration τ allows
to fit a more flexible motion model M and associate more distant detections.
5.4.2

Comparison to the state of the art

MOT Benchmark Tab. 5.2 compares the performance of the proposed tracker
(TO) against the top performing trackers published in previous conferences.
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(a) M comparison
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50
100
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200
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(b) κ analysis

Figure 5.5: We compare in (a) several motion models for different trajectory lengths τ .
(b) shows the MOTA for different neighbourhoods and motion models.
Table 5.4: Tracking performance comparison (measured in AP) for different object
detectors. These evaluations refer to the Sequences Hospedales3 and Kuettel1.

Method
[Pirsiavash et al., 2011]
[Zhang et al., 2008]
Ours

Object detectors
VOC [Felzenszwalb et al., 2010] BSOD [Felzenszwalb et al., 2010]
0.26
0.28
0.52
0.28
0.31
0.55
0.33

0.44

0.68

We also include a comparison (SDT) with an affinity measure between detections similar to the one presented in [Benfold & Reid, 2011], which measures the consistency of KLT tracks between two detections. More specifically, it is defined as the number of tracked interest points shared by the detections normalized by the total number of interest points they contain, i.e.,
the intersection-over-union criterion. Our approach has favorable performance,
with a higher MOTA and MOTP and low id switches and fragments. The lower
mostly tracked (MT) and higher mostly lost (ML) scores show that it is more
conservative than previous approaches. Note that MT and ML are incomplete
metrics since they do not take into account false positives. These results are
available in the webpage of the benchmark [Leal-Taixe et al., 2015].
Hospedales3 and Kuettel1 Tab. 5.3 shows the comparison of our TO-based
MTT approach with respect to state-of-the-art methods ([Zhang et al., 2008;
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Pirsiavash et al., 2011]) and an appearance-based affinity measure. The appearancebased affinity is computed with the Bhattacharyya distance between the color
histograms (8 bins of RGB space) of the two detections of interest. We use the
most accurate detector, the retrained Felzenszwalb et al. [Felzenszwalb et al.,
2010]. Our approach achieves a MOTA 16% higher, relatively, than the second
best. Indeed, it manages to detect the largest amount of objects (TP), while
keeping the lowest false positive rate (FP). Also, our methods copes well with
occlusions and trajectory crossings (see Fig. 5.4). This shows the discriminative power of the TO affinity measure. As expected, due to the small size of the
objects and the low quality of the videos, the appearance-based model yields
the worst results, except for a high MOTP that is due to a low true positive rate
(TP). For a more in-depth comparison, we also provide the Precision-Recall
curve and the True Positive and False Positive rate curve in Fig. 5.3b. These
plots are obtained by applying a threshold to the detection costs Ci , i.e. it
is equivalent to the process of changing the detection threshold to obtain a
PR curve in object detection. Note that our TO affinity similarity consistently
yields more true positives for the same number of false positives. Our affinity particularly excels when very precise trajectories (> 95% precision) are
needed. Tab. 5.3 also provides the results of our method directly using the average overlap along the trajectories instead of learning the feature weights, as
described in Sec. 5.3. It can be seen how learning the feature vector significantly improves performance.
Robustness to less reliable detections A good affinity measure is important when object detections are unreliable. To test this use the three detectors
evaluated in Fig. 5.3a as input for the MTT methods. Tab. 5.4 summarizes
the Average Precision (AP) results of the tracking results. Our affinity measure consistently yields better results than [Pirsiavash et al., 2011; Zhang et al.,
2008]. This was expected, since the TO affinity measure is particularly useful
when associating through big gaps of occlusions and missing detections.

5.4.3

Further insights

In this section, we provide baseline comparisons to answer the two main questions posed by the TO affinity measure: 1) What is an adequate motion model
M to use? 2) How far can we associate detections, i.e. what temporal neighbourhood κ can we choose?
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Motion model M As explained in Sec. 5.3, for each detection i, we track
forwards and backwards for τ frames with a visual tracker in order to obtain νi
and then fit a motion model M to obtain a more extensive trajectory prediction
T i . We test three motion models M that assume, from lower to higher complexity: 1) constant velocity, 2) constant acceleration, and 3) constant jerk, i.e.,
a constant variation of acceleration. Ideally, we would model motion on the
ground plane. However, we avoid using the ground plane and define the motion models on image space. This keeps the affinity more generally applicable.
We present in Fig. 5.5a the performance of the different models with respect to
the length τ of the visual tracks to which they are applied. The results are quite
intuitive. Tracking for a longer duration τ provides more information, so we
can employ a more complex and flexible motion model. The constant acceleration and constant jerk models need a τ of 12 and 80 frames, respectively, to
improve over a constant velocity model. Note that a long tracking duration τ
is more informative, but also more susceptible to drifting and more time costly.
Tracking each detection for only 4 frames forwards and backwards takes for
our sequences an average of 50 ms per frame with a real-time single target
tracker and 8 cores. This can be further parallelized and sped up using more
recent visual trackers, such as [Henriques et al., 2015], which runs at hundreds
of frames per second while achieving top accuracy.
Temporal neighbourhood κ An important parameter in most data-association
approaches is the temporal neighbourhood κ, i.e., maximum time-difference
between two detections to be connected. We show in Fig. 5.5b the influence
of the visual tracking duration τ on the tracking MOTA for different temporal
neighbourhoods κ. We conclude that: 1) Up to jumps of 50 frames (2s) it
does not really matter what τ and motion model is used, so an efficient τ of
4 frames is convenient. 2) After 50 frames, the tracking accuracy increases as
we use more single object tracking information, by increasing τ . 3) Our TO
affinity measure allows tracking through detections as much as 4s apart, this is
a significant improvement over other methods, which consider much smaller
temporal neighbourhoods.

5.5

Conclusion

We proposed a novel Trajectory Overlap affinity measure (TO) that improves
multi-target tracking performance, by leveraging the power of single-target visual tracking. For each detection we used a visual tracker to obtain trajectory
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predictions. The likelihood of two such detections to belong to the same target is measured based on the overlap in the predicted trajectories. Our TO
combines overlap and distance between predicted positions and time with offline learned weights. By plugging our TO into the standard cost-flow network
data association framework we obtained a robust solution capable to cope with
missing and inaccurate detections and significantly to improve over top methods on challenging datasets.

6
Scaling up annotations for
multi-object tracking
6.1

Introduction

In this chapter we consider the more general case of tracking in street-level
cameras and argue that, for these challenging scenarios, the community can
benefit from more training data than what is currently available.
Progress in vision has been fueled by the emergence of datasets of ever-increasing
scale. An example is the surge of Deep Learning thanks to ImageNet [Krizhevsky
et al., 2012; Russakovsky et al., 2015]. The scaling up of datasets for Multiple Object Tracking (MOT) however has been limited due to the difficulty and
cost to annotate complex video scenes with many objects. As a consequence,
MOT datasets consist of only a couple dozens of sequences [Geiger et al.,
2012; Leal-Taixé et al., 2015; Leal-Taixe et al., 2015] or are restricted to the
surveillance scenario [Wen et al., 2015]. This has hindered the development of
fully learned MOT systems that can generalize to any scenario. In this chapter, we tackle these issues by introducing a fast and intuitive way to annotate
trajectories in videos and use it to create a large-scale MOT dataset.
Objects can be annotated at different levels of detail. The cheapest way is to
provide video-level object labels [Prest et al., 2012a] or action labels [Bandla
& Grauman, 2013]. On the other end of the spectrum, sophisticated methods
[Perazzi et al., 2016; Lee et al., 2011; Badrinarayanan et al., 2010; Vijayanarasimhan & Grauman, 2012; Alireza Fathi & Rehg, 2011] produce pixelaccurate segmentations of objects. Per-frame bounding box annotations lie in
between these extremes. We call this the trajectory annotation task. The common approach to it is to annotate a sparse set of boxes and interpolate between
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Figure 6.1: This sequence is heavily crowded with similarly-looking people. Annotating such sequences is typically time-consuming and tedious. In our path supervision,
the user effortlessly follows the object while watching the video, collecting path annotations. Our approach produces dense box trajectory annotations from such path
annotations.

them linearly [Yuen et al., 2009] or with shortest-paths [Vondrick et al., 2013].
This is expensive, e.g. it cost tens of thousands of dollars to annotate the VIRAT dataset [Vondrick et al., 2010].
The typical annotation pipeline involves the user idly watching the video inbetween manual annotations. This is arguably a waste of time. In this chapter,
we present path supervision as a more productive alternative. In it, the annotator follows the object with the cursor while playing the video, collecting a
path annotation, c.f . Fig. 6.1. Hence, watching time is efficiently turned into
annotation time. Our experiments show that these paths are fast to annotate,
almost in real time.
Path annotations are approximate and do not provide the scale of the object. So
recovering full box trajectories from them is far from trivial. We alleviate these
problems by using object detections, since our goal is to generate large MOT
datasets, for which we know the class of interest. Our optimization produces
an accurate box trajectory for each path annotation, by linking detections in
a global optimization. Our approach is presently the fastest way to annotate
MOT trajectories for any annotation quality.
Since our annotation approach is intuitive, we could crowd source a largescale dataset with Amazon Mechanical Turk (AMT). This PathTrack dataset
is our second major contribution: a large MOT dataset of more than 15,000
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Table 6.1: Comparison of PathTrack with other popular MOT datasets.
Train

Dataset

Virtual KITTI
KITTI
MOT15
MOT16
PathTrack
(ours)

# seqs

Duration
(mins)

21
11
7

13
6
4

640

161

# tracks

# seqs

Duration
(mins)

Test
# tracks

# seqs

Duration
(mins)

Total
# tracks

Classes
(P = Person,
C = Car)

Camera
(S=Static
M=Moving)

500
512

29
11
7

18
10
4

721
830

5*
50
22
14

4*
30
16
8

261*
1221
1342

C*
C+P
P
C+P**

car-mounted
car-mounted
S+M
S+M

15,380

80

11

907

720

172

16,287

P

S+M

Scene-type
label

Cameramovement
label

3

3

*

Virtual KITTI [Gaidon et al., 2016] provides 10 different conditions (e.g. different angles, lighting conditions) for each of the 5 sequences. Sequences are virtually
rendered.
**
MOT16 [Milan et al., 2016a] provides a rich set of labels, such as whether an object is an occluder or a target is riding a vehicle.

person trajectories in 720 sequences, 30 times more than currently available
ones [Leal-Taixé et al., 2015]. Its focus lies on a large-scale and diverse
training set, aimed to initiate a new generation of fully data-driven MOT systems. We show its potential by learning better detection-association models for
MOT, which substantially improves the top-performing tracker in MOT15, i.e.
NOMT [Choi, 2015]. In summary, our contributions are:
– A novel approach to produce full box trajectories from path annotations.
It is currently the fastest way to annotate trajectories for any annotation
quality and it specially shines for quick quantity-over-quality data collection strategies, ideal for training data.
– The novel PathTrack MOT dataset, which includes the collection and
annotation of 720 challenging sequences. It focuses on providing abundant training data to learn data-driven trackers. We show its potential by
improving the top tracker on MOT15 [Leal-Taixé et al., 2015].
– Insights into collection of training data for MOT. Our experiments show
that the MOT community can still benefit from more training data and a
saturation point has not yet been reached. Furthermore, quantity seems
to be more important than quality when learning to link detections into
trajectories.

6.2

Related work

There is quite some work on multimedia annotation [Dasiopoulou et al., 2011].
The most related works annotate objects in videos and can generate datasets for
MOT training and evaluation.
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Trajectory annotation in videos We focus on frameworks aimed at annotating persons with the purpose of generating tracking datasets. Of less relevance
to us are those that work on videos with only a few people, such as [Wang
& yan Yeung, 2014; Niño-Castañeda et al., 2016]. The naive way to annotate
trajectories is to indicate the object location in every frame. This is inefficient
as objects tend to move little between frames. Hence, VIPER-GT [Mihalcik
& Doermann, 2003] and LabelMe video [Yuen et al., 2009] propose to linearly interpolate boxes between annotated keyframes. There is also a family of
methods that learn an appearance model from a sparse set of box annotations.
VATIC [Vondrick et al., 2010] uses this appearance model to define a graph
on which it performs a shortest-path interpolation between manual annotations
with Dynamic Programming [Bellman, 1954]. The shortest-path interpolation
allows for larger time gaps without manual annotations, assuming that the object is clearly visible, and it can be efficient [Wei et al., 2007]. A VATIC
improvement [Vondrick & Ramanan, 2011] incorporated active learning to decide which frames to annotate, to maximize the gain coming with such frames
[Prince, 2011]. [Ciptadi & Rehg, 2015] built on top of shortest-path interpolation by updating the optimization weights with each extra annotation. Recently,
[Gil-Jiménez et al., 2016] reconstructed annotated boxes and interpolated the
final trajectories in 3D space. Based on the aforementioned approaches, multiple annotation tools have been developed [Kavasidis et al., 2012; Bianco et al.,
2015; P. Schallauer & Neuschmied, 2008]. Some gamify the annotation process [Di Salvo et al., 2013]. As an alternative to trajectory supervision, some
works aim to automatically discover and track objects in video collections, e.g.
[Kwak et al., 2015].
Compared to previous approaches, we annotate large quantities of videos with
the minimum effort possible and prefer quantity over quality in our training
data, which have shown success in other tasks.

Path supervision Pointing at objects comes very natural and has often been
used in human-computer interaction [Hosoya et al., 2004; Jain & Grauman,
2016], yet it only recently gained popularity in Computer Vision. In parallel with our work, [Mettes et al., 2016] found path annotations promising for
action localization in videos. Compared to [Mettes et al., 2016; Weinzaepfel
et al., 2015], we annotate dozens of people in highly-crowded sequences, ideal
for MOT purposes. Also recently, [Bearman et al., 2016] and [Jain & Grauman, 2016] used point supervision to segment objects in images and videos,
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a) Original graph

b) Detection pre-labeling

c) Detection linkage

d) Final trajectories

Figure 6.2: Overview of our pipeline. a) We take path annotations (p1 , p2 , p3 ) and object detections as input. b) We pre-label each detection with a potential path candidate,
creating detection clusters (G1 , G2 , G3 ). c) For each cluster, we compute the most
likely trajectory via ST shortest paths. Finally, we output full bounding-box trajectories
(T1 , T2 , T3 ) for each path annotation.

resp. [Jain & Grauman, 2016] uses multiple points to segment, by iteratively
re-ranking a collection of thousands of object proposals, called Click Carving.
We are the first to propose a trajectory annotation framework based on linking
detections with path supervision and use it to generate a large MOT dataset.

Tracking datasets There is a corpus of video datasets that provide framelevel [Fabian Caba Heilbron & Niebles, 2015; Gygli et al., 2015] or pixellevel annotations [Perazzi et al., 2016]. [Kristan et al., 2015] and [Real et al.,
2017] are the largest datasets for single object tracking. Most large-scale MOT
datasets are restricted to surveillance videos [Ellis & Ferryman, 2010; Shao
et al., 2011; Wen et al., 2015], since they depict smooth and quasi-linear trajectories that are easy to annotate. More related to ours, KITTI [Geiger et al.,
2012] is collected from a car-mounted camera and focuses on pedestrians and
vehicles. Parts of this dataset have been reproduced and rendered virtually, to
show the potential of virtual datasets [Gaidon et al., 2016]. [Leal-Taixé et al.,
2015; Milan et al., 2016a] have become the standard benchmarks for MOT,
containing complex pedestrian scenes with static or moving cameras. Compared to these datasets, ours exhibits more diverse scenes and camera movement and is 33 times larger. Tab. 6.1 shows a quantitative comparison.

6.3

Trajectory annotation with path supervision

In this section, we describe our annotation framework: we formalize path supervision in Sec. 6.3.1 and then detail how we leverage it to infer accurate
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trajectories in Sec. 6.3.2. In Sec. 6.3.3 we show how to incorporate box supervision.
6.3.1

Path supervision

A path annotation of an object i consists of an (x, y)-coordinate pi (t) that
lies inside its bounding box at frame id t. Path annotations are intuitive and
efficient to obtain by watching each object independently while following its
location with the mouse cursor, c.f . Fig. 6.1. Our results show that annotating
paths is only 33% slower than watching the video in real time. We say that a
video has path supervision if a human annotator has provided a path annotation
for the objects of interest. The following section explains how we use these
annotations to obtain accurate box trajectories.
6.3.2

From path supervision to full box trajectories

While path supervision is intuitive and efficient, it comes with its own set of
challenges: a) It offers no information about the spatial extent of the object.
b) The relative position of the path annotation inside the object is unknown.
We partially solve these two problems by drawing on the success of object detection, since our final goal is to generate large MOT datasets and we know
what kind of objects we want to annotate. Object detection is gaining maturity for objects of primary interest, so it is natural to use it as an established
technique. Each detection is represented with a box and a confidence score at
a given frame.
Our goal is to infer the trajectories T of the objects in the sequence, given the
set of input path annotations P and object detections D. This problem is similar to the tracking-by-detection data association problem, but with additional
information from path supervision: the number of objects, their time span and
their rough location are given. Our optimization considers the following intuitive forces:
1. Path potential: Detections should be assigned to trajectories with compatible path annotations.
2. Video-content potential: Confident detections should be used and affine
detections should be encouraged to have the same label. We say that two
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detections are affine if they are likely to belong to the same object in
different frames, according to the content of the video.
3. Trajectory constraint: Trajectories have a single location per frame.
Therefore, at most one detection can be assigned to one trajectory at any
given frame.
We include these conditions in a two-step optimization. We first relax the trajectory constraint and label each detection with a provisional trajectory. This
clusters the detections according to their corresponding trajectory, c.f . Fig. 6.2b.
We can assume that a final trajectory can be constructed with detections from
its cluster, and will not contain detections from another cluster. This detection
pre-labeling step is detailed in Sec. 6.3.2. At this point each cluster is might
include false positives, which violate the trajectory constraint. So, in a second
step, we find the most probable trajectory in each cluster in a detection linkage
step, see Fig. 6.2c. We describe this step in Sec. 6.3.2.

Detection pre-labeling
The goal of this step is to assign a path annotation label yi to each detection di .
Dropping the trajectory constraint allows us encode the path and video-content
potentials in a global discrete energy minimization framework. Intuitively, we
will assign path annotations to compatible object detections, assigning affine
detections to the same cluster. The optimal label assignment Y ∗ is that which
minimizes:
minimize
Y

X
i∈D

U (yi ) +

X

W (yi , yj )

(6.1)

(i,j)∈E

where the unary potential U (yi ) is the cost of assigning label yi to detection
i and the pairwise potential W (yi , yj ) the cost of assigning different labels
to detections i and j according to their affinity. For computational reasons, we
limited to a temporal window of 4 seconds, which did not worsen the empirical
results. Fig. 6.2b illustrates a typical pre-labeling result. We now describe the
potentials we use.
As aforementioned, we do not assume the path annotations to be pixel-accurate
center annotations. Instead we assume that they frequently lie in the bounding
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Detection-confidence edges

Transition edges

Enter/exit edges

Figure 6.3: Over a set of prelabeled detections a min-cost flow network is defined. Each
detection is represented by an observation edge with the confidence cost. ST-shortest
paths are computed over this graph, red shadow.

box of the object, a much weaker restriction. Therefore, our unary potential
encourages assigning a label y to a detection di if the corresponding path annotation py (ti ) falls inside the detection for the corresponding frame ti :
(
0,
if py (ti ) ∈ di ,
U (yi ) =
(6.2)
∞, otherwise.
Indeed our unary only requires a rough location of the path annotation somewhere inside the bounding box of the object. Note that this requirement does
not need to be satisfied in every frame: the path supervision occasionally falling
inside the object is usually enough to annotate it accurately. We prune detections which do not contain path annotations.
While the unary potential is based on the path supervision, the pairwise encodes video content. It discourages affine detections being assigned to different
clusters:
(
− log aij , if yi 6= yj ,
W (yi , yj ) =
(6.3)
0,
otherwise.
where aij represents the affinity between detections i and j and must be decimal number between 0 and 1. This pairwise potential is submodular, so the energy function Eq. (6.1) can be solved with Graph Cuts [Kolmogorov & Zabih,
2002] efficiently. We now describe the affinity measure we used.
OF-trajectory affinity measure In our work, we use an affinity measure
based on optical-flow trajectories (OF trajectory). These are obtained by link-
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ing pixels through time using frame-to-frame optical flow and forward-backward
consistency checks [Fragkiadaki et al., 2012]. These trajectories are represented with an (x, y)-position for each frame in their time span. Intuitively,
two detections that share many OF trajectories are very likely to belong to
the same object. Thus, we define the affinity between two detections as the
intersection-over-union of their OF-trajectories, in the spirit of [Choi, 2015].
More details follow in the supplementary material.
So far we have discussed how we pre-assign object detections to path annotations c.f . Fig. 6.2b. In the following section, we describe how to obtain the most
likely trajectory for each detection cluster via shortest-paths, c.f . Fig. 6.2c.

Detection linkage
In this second step, the goal is to infer the final object trajectories. Finding the
most probable detection-paths in a set of detections has been well studied in the
MOT literature [Luo et al., 2014]. We assume that the detection pre-labeling
step has labeled the set of detections appropriately. So each detection can either be part of its assigned trajectory or a false positive, but it can not belong
to another trajectory. Thus, we process each detection-cluster independently
Fig. 6.2c and find the most probable detection-path in the cluster Fig. 6.2d.
Let Ti be the final trajectory corresponding to detection-cluster i. It will be
composed of a set of time-sorted detections x1 to xK . We find the most likely
trajectory by minimizing the sum of detection-confidence costs and betweendetections transition costs [Zhang et al., 2008]. Fig. 6.3 shows how this can
be intuitively interpreted as finding the shortest-path in a directed ST-graph
where detections are represented by detection-confidence edges. The optimal
detection-path will have the lowest cost:

minimize
T

K
X
i=1

C(xi ) +

K−1
X

W (xi , xi+1 )

(6.4)

i=1

where C is the detection-confidence cost. Ci follows the expression log((1 −
si )/si ), where si is the 0-to-1 score-confidence of the detection. Importantly,
we use the same transition costs W when linking detections as we used in step
one Eq. (6.1) for pre-labeling detections. Reusing pairwise costs makes the
method more efficient. The detection-confidence costs become negative for
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confident detections, encouraging the optimization to include them in the final
position, while the transition costs penalize the association of detections which
are unlikely to be connected. We refer the reader to [Zhang et al., 2008] for
details. The entry and exit nodes, S and T, are connected only to the earliest
and latest detections in the cluster, respectively, ensuring that the trajectory has
the same time span as its corresponding path annotation.
As result of the optimization we have a sparse detection-path. Empirically we
find the gap between detections to be small, 0.2 on average in our data. Thus
we opt to linearly interpolate between detections to obtain the final trajectory,
as per standard practice [Yuen et al., 2009].
Until now we have presented our annotation approach using path supervision.
It is useful for quickly annotating many sequences, particularly interesting for
training data collection. We propose next an extension to incorporate additional
box annotations, improving trajectories up to ground-truth quality.
6.3.3

Incorporating box supervision

We propose a simple yet effective way to extend our method with box annotations, to achieve ground-truth quality. Consider the detection-path we used to
interpolate a trajectory. To include a box annotation, we simply add it to the
path and then remove temporally close detections, those less than half a second
away. Interpolating the updated detection-path produces the final trajectory.
These fast updates progressively improve trajectory annotations as more box
annotations are included. Our method is more accurate than the state of the art
for any number of updates, as we show in the experiments.

6.4

The PathTrack dataset

We use our annotation approach to collect a MOT dataset of unprecedented
size. This PathTrack dataset is an important part of our contribution. We first
provide an overview of the dataset in Sec. 6.4.1. Then, we describe how we
crowdsourced the annotations in Sec. 6.4.2. We generate the final trajectory
annotations with our approach, which associates R-CNN detections [Ren et al.,
2015] with the help of path supervision. Importantly, we focus on training data
in order to encourage research in fully data-driven trackers.
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Figure 6.4: Scene-label distribution in PathTrack. We show in a) the distribution of
camera-movement labels. Almost three quarters of the sequences have been recorded
with a moving camera. We show in b) the distribution of scene-type labels and corresponding examples. More than half of the sequences are street scenes. c) Statistics of
PathTrack. Videos are up to 2 minutes long.

6.4.1

Dataset overview

The PathTrack dataset consists of 720 sequences with a total of 16,287 trajectories of humans. Focusing on tracking humans allows us to collect more data
for this specific class, which is of great interest both in the MOT community
and in practical applications. The sequences are partitioned in a training set of
640 sequences with 15,380 trajectories and a test set of 80 sequences with 907
trajectories. Importantly, we allow a certain amount of noise in the training set
annotations. This noise stems from inaccuracies in the path supervision and
full-trajectory inference and has allowed us to annotate more sequences for a
given time budget. Our experiments show that we can learn strong appearance
models from large quantities of data even if the annotations are not perfectly
clean (Sec. 6.5). Indeed, favoring quantity over quality when collecting training data has also been found to be beneficial for other tasks [Xiao et al., 2015;
Gygli et al., 2015]. Additional effort has been made for test annotations to be
clean for evaluation purposes. Tab. 6.1 compares PathTrack with other popular MOT datasets. Compared to MOT15 [Leal-Taixé et al., 2015], our dataset
contains 33 times more sequences and 26 times more trajectory annotations
available. We hope that the large scale of PathTrack encourages research in
more data-driven tracking algorithms.
Dataset diversity MOT datasets typically focus on surveillance [Wen et al.,
2015], street-scenes [Leal-Taixé et al., 2015; Milan et al., 2016a] or car-mounted
cameras [Geiger et al., 2012; Gaidon et al., 2016]. With PathTrack, we aim to
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explore tracking in new types of sequences. We have thus collected a diverse
set of sequences and we have labeled each one according to two criteria: a
camera-movement label and one out of 7 scene labels, c.f . Fig. 6.4. There is
a clear emphasis in street scenes and moving cameras, due to their challenge,
ubiquity and general interest. But our dataset also allows focusing on static
cameras or sequences with a lot of motion, such as sports and dancing. These
fine-grained categories can also help to evaluate tracking under different conditions. Additional statistics that show the diversity of our data are presented
in Fig. 6.4c. In the following sections, we describe how we crowdsourced the
path annotations and detail in the supplementary material how we collected the
videos.

6.4.2

Crowdsourcing path annotations

A critical aspect of any annotation framework is whether it is easy to use. This
is an often-overlooked factor that is vital if we want to crowdsource annotations. Path annotation is intuitive and straightforward. This has allowed us
to crowdsource 16,287 path annotations of PathTrack using AMT. We now
describe our interface and the measures we took to ensure the quality of our
annotations.

Interface Our interface features a video player with browsing capabilities
and a list of the current annotations. The key difference with other interfaces is
that ours records the path of the object by following the cursor. Additionally,
the user easily can speed up and slow down the video, according to the speed
of the object. In our measurements, path annotation was only 30% slower than
watching the video in real time. To further improve our final trajectories, we
also asked the workers to provide a bounding box for the first and last appearance of each object and a third one in between. Since some sequences are very
long and can contain dozens of people, the workers were allowed to partially
annotate sequences. This also means that some workers received partially annotated videos and had to continue annotating them. This was not much of a
challenge with our annotation framework. We have received very encouraging feedback from our workers, validating the ease of use of our interface and
suggesting a potential for gamification. Here are some examples:
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“System was very easy to use and the normal speed was perfect for tracking each subject.”
“I really enjoyed your hit. I like to do a lot of annotation work on mechanical turk and thought your interface was, once I got used to it, one
of the best I have worked with.”

Qualification process After a short training video, c.f . supplementary material, each worker was asked to qualify by annotating the TUD-Stadtmitte sequence. The qualification certificate was only provided if the path and box
annotations were similar to the ground truth up to a certain threshold. This was
checked automatically.

Reviewing process If the users are not trained properly or the interface is
cumbersome to use, crowdsourced annotations can be erroneous [Vondrick
et al., 2010]. So we have made an extensive effort to review every single video
and remove bad annotations. Videos with missing annotations were sent back
to the annotation pool. We revoked the qualification of workers who continuously provided faulty annotations. Interestingly, only 3 out of our 81 workers
were revoked, while previous work had difficulties collecting annotations of
sufficient quality [Vondrick et al., 2013]. This further confirms that path annotation is an engaging and natural way to annotate trajectories.

6.5

Experiments

We present our experiments in three parts. First we evaluate our annotation
framework in Sec. 6.5.1. We then demonstrate in Sec. 6.5.2 its impact on training data collection for matching detections, which is a key problem of MOT
[Choi, 2015] that is shared by most trackers. We finalize by evaluating the
impact of our data on the Multi Object Tracking task.
6.5.1

Trajectory annotation efficiency

In this section we evaluate the effectiveness and efficiency of path supervision
and compare it to other trajectory annotation approaches.
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Figure 6.5: Performance comparison of 3 state-of-the-art trajectory annotation frameworks and ours. We plot the annotation accuracy for different box-annotation budgets.

Dataset description We evaluate our method on the MOT15 dataset [LealTaixé et al., 2015] since it is most similar to our final goal, the generation of
a massive MOT dataset. This dataset consists of 22 sequences, 11 of which
belong to the training set. The sequences are challenging. Pedestrians are
frequently occluded and some sequences have been recorded with a moving
camera. We evaluate on the 521 trajectories of the training set, for which the
ground truth is provided.

State of the art We compare to other existing trajectory annotation approaches.
LabelMe [Yuen et al., 2009] is an effective framework based on linear interpolation between box annotations. The more sophisticated VATIC [Vondrick
et al., 2010] learns an appearance model from the box annotation, which it
uses for a shortest-paths interpolation. An additional extension of VATIC uses
active learning to propose to the user which frame to annotate [Vondrick &
Ramanan, 2011].

Effectiveness of path supervision We first follow the standard evaluation of
trajectory annotation frameworks [Vondrick et al., 2013]. In Fig. 6.5, we compare the annotation accuracy for different amounts of box annotations. Except
for the active learning version of VATIC [Vondrick & Ramanan, 2011], box
annotations are distributed uniformly in time, e.g., every 10, 5, 1 seconds. The
performance of each framework is measured in terms of how many ground
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Figure 6.6: We compare the efficiency of our method with the state of the art for 0.5 and
0.7 IoU thresholds. The time measurements derive from a user study with 91 subjects.

truth boxes are recalled, for different Intersection-over-Union (IOU) [Everingham et al., 2010] thresholds. Fig. 6.5 demonstrates the effectiveness of our path
supervision: our cheap path supervision improves performance for any amount
of box annotations. Interestingly, the annotation frameworks seem to converge
in performance for large annotation budgets. A problem of this classical comparison is that it does not take into account the effort required to annotate path
trajectories, i.e., it assumes that path annotations can be produced in real time,
which is not always the case. We address evaluate time performance in the next
section.

Annotation efficiency We compare the efficiency of path supervision with
previous approaches using a common unit to measure effort: the annotation
time. Our time measurements are based on a user study of 78 AMT workers and
13 vision-expert annotators. We consider three time-consuming components:
1) watching the video at least once to identify the objects, 2) following each
trajectory individually while annotating its boxes or path (for ours) and 3) the
time required to annotate the bounding boxes. Our measurements revealed that
box annotations take 5.2 seconds on average and that path annotations require
slowing down the video by 33% on average. We provide a detailed explanation
in the supplementary material. We use these time measurements to produce
Fig. 6.6, where we compare the efficiency of our framework with the state of
the art. Our method is efficient, as VATIC [Vondrick et al., 2010] and LabelMe
[Yuen et al., 2009] respectively require almost twice and three times more time
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Figure 6.7: We show in a) qualitative results of our person matcher on PathTrack. False
positives are even challenging for humans. b) Evolution of matching accuracy for different amounts of training trajectories. Training on the 15,380 trajectories of PathTracks
results in an accuracy of 88%, reducing the misclassification rate by 45%, compared
to MOT15. c) Person-matching accuracy for different annotation times using path supervision (blue) or exhaustive LabelMe annotation (red). A high-quantity annotation
strategy with our path supervision provides the best accuracy for the same annotationtime budget.

to obtain our accuracy with only path supervision. We observe again how all
methods converge to the same performance for a larger annotation budget, but
ours is much more accurate for very small annotation-budgets.
Overall, our framework is ideal for fast video annotation, which is desirable
for generating large training sets, as we demonstrate in the next section.

6.5.2

Person matching

We demonstrated in the previous section that path supervision is an efficient
way to obtain accurate annotations in a short amount of time. We now explore
the implications for a key task in MOT applications: person matching. This
key problem consists of determining the likelihood that two detections belong
to the same object in different frames Fig. 6.7a. There is a long tradition of
handcrafted matching functions in the literature, with Convolutional Neural
Networks (CNN) becoming more popular in the last few years. These models require extensive training data [Krizhevsky et al., 2012; Xiao et al., 2015],
which we can provide with PathTrack. Learning tracker-specific components
(e.g. entry/exit costs, mixing coefficients) is outside of the scope of this chapter, but should be possible with our data.
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We aim to answer the questions: i) does the tracking community benefit from
more training data?, ii) for a limited budget, should we prioritize data quantity
or quality?

Experimental protocol We base our conclusions on a person matching network similar to SiameseCNN [Leal-Taixé et al., 2016]. The network takes as
input the crops of the two detections, resized to 121x53, and outputs a confidence score that they belong to the same object. These input crops are stacked,
so the input volume is of 121x53x6. The network has a simple AlexNet style
architecture of 3 convolutional and 2 fully connected layers [Leal-Taixé et al.,
2016]. In our evaluations, we sample 2 million training and test samples. Positives are randomly sampled pairs of detections that belong to the same object
up to 6 seconds away. For each positive we sample a negative pair belonging to
another trajectory in the same video. We use a learning rate of 0.001. In our experiments, we train this network with different data sources and compare their
test accuracies. Accuracy refers to the percentage of properly classified pairs.
We evaluate on the test set of PathTrack, for which the ground truth annotation
is clean.

Impact of training data In Fig. 6.7b we evaluate how the accuracy evolves
as more training data becomes available. The left extreme corresponds to training on the 521 trajectories of the MOT15, which yields an accuracy of 78%.
Training on the full 15,380 trajectories of PathTrack we improve the accuracy
by 10%, almost halving the misclassification rate. This clearly shows the potential of PathTrack. Moreover, we observe a certain effect of diminishing
returns, but have not reached a plateau. If we use context features (e.g. relative distance, size) [Leal-Taixé et al., 2016] in the network, we also see an
improvement when using our data, from 84% to 90%. This shows that our data
is useful to learn data-driven MOT.

Quantity-over-quality annotation When collecting and annotating data for
training purposes, a vital question is whether we should coarsely annotate a
large amount of data or precisely annotate a small amount of data. That is,
whether we should follow a quantity or a quality strategy. We estimate that
it would take 22h to perfectly annotate the 11 videos in the training set of
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the MOT Challenge with LabelMe [Yuen et al., 2009]. We reach this number by counting only the number of windows necessary to obtain an accuracy
larger than 0.95 IoU. This represents the high-quality strategy. We compare
this with a high-quantity strategy, in which, for the same annotation time, we
annotate 140 videos of PathTrack with our framework, with path supervision
and 3 boxes per trajectory. We show the results in Fig. 6.7b. A high quantity approach boosts the final accuracy from 78% to 85%. Interestingly, we
can also use our method to quickly annotate the MOT 15 training set and train
a model with exactly the same accuracy c.f . Fig. 6.7b. These results further
showcase the benefit of our framework, which is ideal for fast annotation of
large datasets. Other works [Xiao et al., 2015; Gygli et al., 2015] have also
found a quantity strategy to be advantageous to train deep models.
6.5.3

Multi Object Tracking

In the previous section we demonstrated how we can train strong person-matching
models with PathTrack. We now evaluate what impact this improvement has
on MOT performance. We first use a standard tracker based on Linear Programming (LP) [Zhang et al., 2008] and evaluate it on the test set of PathTrack
with the standard CLEAR MOT metrics [Bernardin & Stiefelhagen, 2008b].
In Tab. 6.2a We compare the performance of this tracker with two different
person-matching models: one trained on MOT15 and the other on our data.
Training on PathTrack substantially improves all the metrics. These also represent the first tracking results on our dataset. We further show the potential
of PathTrack by improving the top-performing tracker in MOT15 [Choi, 2015]
with our person-matching model c.f . Tab. 6.2b. More specifically, we use our
discriminative person matcher to further link their trajectory results through
occlusions, improving the number of ID Switches by 18% with 5% less fragments. Low-level details about the trackers are presented in the supplementary
material.

6.6

Conclusion

In this work, we propose a new framework to annotate trajectories in videos
using path supervision, with the goal of generating massive MOT datasets. In
the path supervision paradigm, the user annotates the position of the objects of
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Table 6.2: We show in a) how training on PathTrack improves all metrics compared
to training on MOT15. We use in b) our person-matcher (TRID) to improve the top
method in MOT15.
(a) Tracking results on PathTrack
LP Tracker trained on

MOTA ↑

MOTP ↑

MT ↑

ML ↓

FP ↓

FN ↓

ID Switch ↓

MOT15 [Leal-Taixé et al., 2015]
PathTrack (ours)

24.5
27.6

81.4
81.5

44.2%
47.3%

19.2%
18.2%

42,502
40,614

37,720
36,508

1,827
1,576

(b) Tracking results on MOT15
Tracker

MOTA ↑

MOTP ↑

MT ↑

ML ↓

FP ↓

FN ↓

ID Switch ↓

Frag ↓

NOMTwSDP [Choi, 2015]
+ TRID (ours)

55.5
55.7

76.6
76.5

39.0%
40.6%

25.8%
25.8%

5,594
6,273

21,322
20,611

427
351

701
667

interest with the cursor while watching the video. Our user study shows that
this operation is efficient. Our optimization takes path annotations and object
detections and outputs accurate box-trajectories. We show in our experiments
that we can quickly generate large datasets with our path supervision. We use
our approach to annotate PathTrack, a crowdsourced MOT dataset 33 times
larger than currently available ones. Our experiments show that we can improve current person-matching deep models using our data and that this has an
impact on MOT accuracy. We release PathTrack to promote research in richer
and more complete tracking models.

7
Conclusions
This chapter concludes the thesis by summarizing our contributions in Sec. 7.1
and proposing future research directions in Sec. 7.2.

7.1

Summary of the thesis

In this thesis we have investigated how to improve the localization of pedestrians and vehicles in images and videos.
We first explored how to speed up object detection via object proposals in
Chapter 3. Our Randomized Prim’s algorithm grows trees of superpixels according to a learned similarity metric. Importantly, the addition of new superpixels is randomized, which avoids making hard choices and introduces diversity in the proposals. Our approach is efficient, taking less than a second on a
single CPU, ideal for fast object detection.
We then studied how to train tracking systems, leveraging appearance and motion cues. First we focused on tracking in traffic surveillance. For this constrained case, we exploited in Chapter 4 a small set of scene-specific trajectory
annotations to learn typical motion patterns in the scene and showed the benefit of conditioning motion models on global events. The combination of our
ideas greatly improved visual tracking performance, while barely making a
dent on speed at test time. In Chapter 5 we made the observation that detecting small objects, e.g. pedestrians, in surveillance cameras can be challenging.
This leads into fragmented trajectories, when linking sparse detections into trajectories. Thus, we have presented an effective way to leverage single-object
tracking trajectories in a global tracking-by-detection framework, connecting
distant detections and completing fragmented trajectories.
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The last work, presented in Chapter 6, considers the more general case of tracking pedestrians and vehicles in street scenes from head-level cameras. Such
scenarios present frequent occlusions and quick camera motion, greatly complicating the tracking problem. We argue that more data is needed to train
fully data-driven systems to track in these scenarios and introduce path supervision as a way to quickly annotate a large amount of trajectories, in a weaklysupervised fashion. Experiments in a novel large-scale dataset confirm that
the tracking community can greatly benefit from more data and suggest that
quantity-first approaches such as ours are ideal to train deeply-learned trackers
on a budget.

7.2

Future work

We propose research directions related and derived from our work, while focusing on how our older works fit and inspire developments in the current deep
vision landscape.
7.2.1

Object detection

Object classification and localization have led the transformation of how we
design solutions for vision problems with deep networks. When we proposed
Randomized Prim’s (Chapter 3), the field was moving from a sliding-window
paradigm to an object proposal paradigm. Proposals became a necessity as
CNNs became the state of the art in classification, for which sliding-windows
were too slow [Girshick et al., 2014]. Currently, object proposals have been
completely integrated in the detection network in the so-called Region Proposal Networks (RPN) [Ren et al., 2015]. More recent detectors [Redmon
et al., 2016; Liu et al., 2016] skip proposals and directly regress class-specific
detections from anchors, reaching real-time performance. In summary, object proposals methods, such as RP, have now been completely integrated in
or even removed from deep detection networks. However, proposals per se
are still interesting in weakly-supervised or unsupervised methods. Segment
proposals are clearly gaining popularity for these applications as they exclude
background information, transferring cleaner input down a weakly-supervised
pipeline. In this direction, we believe that proposal networks such as RPN
could be extended with a segment proposals branch, in the spirit of the recent
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[He et al., 2017]. Thus simplifying typically complex and inefficent segment
proposal pipelines into an efficient end-to-end network. Another promising
direction is the exploitation of temporal consistencies to propose objects in
videos [Horbert et al., 2015]. This draws from the intuition that good proposals should remain consistent and compact over time.
7.2.2

Surveillance tracking

Tracking in surveillance cameras can be tricky due to the small size of the objects in the scene and low image quality. The core idea presented in Chapter 4
was that we can use a small set of scene-specific trajectory annotations to learn
scene-specific motion models. We believe this idea can be reimplemented with
modern tracking models in a straightforward manner. A state-of-the-art visual
tracker based on Recurrent Neural Networks (RNNs), e.g., [Ning et al., 2016],
could be trained on a large-scale dataset to learn a general tracking model.
Then one could fine-tune the tracker with a small number of trajectories in the
scene of interest, potentially improving the test-time performance. The manual
trajectory annotations could be collected efficiently with the path supervision
proposed in Chapter 6. And the fine-tuned tracker could also be incorporated
in a multi-object tracking framework as described in Chapter 5, dropping the
need of a manual initialization.
7.2.3

Street-level tracking

Constant occlusions and fast camera motion make tracking in street sequences
very challenging. We believe that research in this scenario has been hindered
by the size of the available datasets. Previous datasets provided less than a
dozen sequence for training and validation. A culprit for this lack of annotated data has been the cost of annotating trajectories, as annotating trajectories is tedious and expensive. The PathTrack dataset proposed in Chapter
6 can directly benefit recent data-hungry RNN-based MOT systems, such as
[Sadeghian et al., 2017]. Additionally, our path supervision paradigm opens
research directions to collect even more training data. For instance, it would
be interesting to improve the box-trajectories inferred from path annotations,
and this is why we release our path annotations. One could also consider annotating unknown classes by using object proposals or inferring segmentation
masks from the path annotations. It might also be possible to directly learn to
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track from the path annotations. All these suggestions fall under the umbrella
of weakly-supervised learning for multi-object tracking, which has barely been
addressed by the literature.
In summary, this thesis has explored directions to improve MOT systems. More
specifically, we have speeded-up the detection stage, exploited motion models
in surveillance and proposed a fast annotation framework and dataset to learn
deep tracking models. The overarching goal has been to pave the wave to a
new generation of fully-learned and data-driven trackers that can generalize to
a wide variety of real-world scenarios.

Appendices

A
Optimization properties and
additional results (Chapter 4)
In this chapter, we present additional details for some aspects of the work in
Chapter 4. We detail in Sec. A.1 the properties of the optimization problem
that we solve for learning how to track, and which has lead to the algorithm
proposed in the chapter. Then we show in Sec. A.2 all the plots on all the
datasets.

A.1

Deceptiveness Learning Properties

In this section, we discuss the properties of the optimization problem in eq. (4.5):

minimize
~
ρ
e

T
X

ρek

k=1

subject to ∀k ∈ [1, T ],

0 ≤ ρek ≤ 1,
trackingError(~ρe) ≤ θ,

At first, this optimization might look very general, however a closer look reveals some interesting properties:
• For all θ ≥ 0, there is always a solution to eq. (4.5): ~ρe = 1. That is,
the tracker completely relies on the motion model, transferring exactly
the only trajectory available which is the ground-truth trajectory of the
object being tracked. That is: trackingError = 0.
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• trackingError depends on the full trajectory, so in principle we need
the full track to compute it. However, at each frame k we can compute
a lower bound on the final trackingError by looking at the error up to
frame k:
k
X
trackingErrork =
ξ i /T ,
(A.1)
i=1

where ξ i is the center location distance between the window at frame i
and its corresponding ground truth. Since trackingErrork is monotonically increasing, we can stop tracking as soon as trackingErrork reaches
θ (we say that the tracking has failed at step k).
• Failure at step k (and more generally, trackingErrork ) can only be recovered (resp. decreased) by increasing ~ρe at a frame k 0 < k. That is,
there is an earlier deceptive region not yet accounted for.
• When ~ρe is modified at frame k, the track after frame k is altered. Any
previous knowledge about the value of ~ρe after frame k should be discarded.

A.2

Complementary Plots

In the next page, we show plots that complement to the ones shown in Chapter
4. Fig. A.1 refers to the annotation selection approach, Fig. A.2 to the conditioning on an event model and Fig. A.3 on the learning of deceptiveness. They
show the performance of our method compared to competitors or baselines
for both datasets and both metrics, whereas the main chapter showed only a
selection of those.
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Figure A.1: Annotation selection on both datasets and both metrics.
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Figure A.2: Event modelling for both datasets and metrics.
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Figure A.3: Learning deceptiveness for both datasets and metrics.

B
Data collection and experiment
details (Chapter 6)
This chapter presents some additional information about our work in Chapter 6. We first describe our OF-trajectory affinity measure in Sec. B.1. We
then present in Sec. B.2 the video collection process we followed to produce
the PathTrack dataset. We finalize by detailing some aspects of our experiments, including: annotation-time measurements in Sec. B.3, the LP tracker
that we use in our experiments in Sec. B.4 and how we associate the tracklets of
NOMT [Choi, 2015] to improve tracking performance in Sec. B.5. The supplementary video shows some sequences in our dataset with their corresponding
scene-label.

B.1

OF-trajectory affinity measure

Our affinity measure follows the intuition: detections that share many Optical
Flow (OF) trajectories are likely to belong to the same object, so they should
have a high affinity c.f . Fig. B.1. To formalize this, let qi be the binary descriptor of detection i. Then qik is the binary value that indicates whether OF
trajectory k falls in detection i. And its total length corresponds to the total
number of OF trajectories in the sequence. We define the affinity aij as the
intersection-over-union of the binary descriptors qi and qj :

aij =

kqi ∧ qj k1
kqi ∨ qj k1

(B.1)
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Figure B.1: Detections that share many OF-trajectories are likely to belong to the same
object.

This affinity indeed reflects whether two detections share many OF trajectories,
thus being more likely of representing the same object. Note that the descriptors qi only need to be computed once for each detection, making the affinity
computation efficient. [Fragkiadaki et al., 2012; Choi, 2015] also found OF trajectories useful for linking detections. In our experiments, we use the code of
[Fragkiadaki et al., 2012] to link the fast optical flow of [Kroeger et al., 2016].

B.2

Video collection

In this section we describe the process we followed to collect videos for the
PathTrack dataset. It elaborates on Sec. 4 in the main body of the chapter.
Collecting a large amount of sequences for MOT is by itself challenging. The
sequences should be diverse and contain scenarios interesting for tracking. Additionally, they should not contain transitions or very shaky camera movement.
Taking these factors into consideration, we collected sequences for PathTrack
via the following procedure:
1. Video collection: First we queried and crawled YouTube with 23 phrases
corresponding to scenes with complex human behavior. These include
“pedestrian+crossing”, “flash+mob” and “basketball+game”.
2. Shot boundary detection: Edited videos are usually composed of multiple shots, which is not ideal for tracking. Thus we used the sum-of-
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absolute-differences shot boundary detector of ffmpeg to conservatively
segment each video into continuous shots.
3. Shot selection: We manually went through the shots to select those useful as MOT sequences, i.e., those that were not too shaky and depicted
complex person movement, obtaining the 720 sequences of PathTrack.
4. Video stabilization: Being filmed with hand-held cameras, many of the
sequences were originally shaky. Shakiness complicates the annotation
process and introduces an unnecessary difficulty unrelated to tracking.
Therefore, we stabilized the sequences with [Grundmann et al., 2011].

B.3

Annotation time

In our experiments, we evaluate the time-efficiency of different annotation
frameworks. In this section, we describe our time-measurement evaluation,
which we have used to produce Fig. 6 in the main body of our work. By reviewing the working process of all the methods, we find that the time ti to
annotate a trajectory i is the summation of three components: 1) a watching
time tw required to follow each trajectory while annotating it, for path supervision, and for each of the Nb box annotations: 2) a box annotation time to
annotate a bounding box tb and 3) a context-switching time tc required to understand from the context what correction should be made. The latter only
applies to active learning methods, because they do not allow a continuous annotation flow; they jump from one frame to another abruptly and users need
time to re-localize the object with the help of context information:

ti = γtw + Nb (tb + tc )

(B.2)

Table B.1: Time measurements from our user study. The watching slow-down γ is
only necessary for path supervision and the context-switching penalty only to the active
learning version of VATIC [Vondrick & Ramanan, 2011].
Time component

LabelMe [Yuen et al., 2009]

VATIC [Vondrick et al., 2010]

VATIC alearn [Vondrick et al., 2010]

PathTrack (ours)

γ
tb
tc

1×
5.2 s
0s

1×
5.2 s
0s

1×
5.2 s
9.8 s

1.5 ×
5.2 s
0s
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where γ is a penalty factor that applies to our path supervision only. It accounts
for the time required to watch a person in a video while following it with the
mouse cursor.
We have measured these values in user study of 78 Amazon Mechanical Turk
(AMT) workers and 13 experts in vision. We show in Tab. B.1 our measurements. To measure the time for context-switching tc we sequentially asked
the user to annotate specific frames for specific objects according proposed by
the active learning version of VATIC [Vondrick & Ramanan, 2011]. For each
annotation, the user was allowed to browse the beginning of the trajectory and
the span of time around the frame to annotate. This is necessary, since active
learning usually presents challenging frames in which the object of interest is
occluded or the trajectory has switched to another target. We measured how
much the the user required to decide he had enough context to annotate accurately.
Importantly, some of these factors only apply to specific methods. The video
needs to be slowed down during path annotation, hence the γpath of 1.5. Also,
the context-switching time penalty tc only applies to to active learning, as it is
the only one that presents a frame to annotate without any other context. We
summarize these differences in Tab. B.1.

B.4

LP tracker

We detail in this section the Linear Programming (LP) tracker that we use in our
experimental section, c.f . Sec. 5.3. We base our experiments on the standard
min-cost flow formulation tracker of [Zhang et al., 2008]. It formulates the
Multi-Object-Tracking (MOT) problem as an integer Linear Program with 3
costs: 1) a detection-confidence cost Ci , 2) an affinity cost Cij and 3) entry
(Cien ) and exit (Ciex ) costs:

T = argminT

X
i

s.t.

Cien fien +

X

Cij fij +

i,j

i

fien , fij , fiex , fi ∈ {0, 1}
X
X
fien +
fji = fi = fiex +
fij
j

X

j

Ciex fiex +

X

Ci fi

i

(B.3)
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where the f binary variables indicate whether a cost is included in the final
energy or not. The last equality is the flow conservation constraint that enforces
the trajectory topology.
We describe now the exact form of the costs that we use for our tracker. The
confidence cost Ci is log((1 − si )/si ), where si is the 0-to-1 score of detection
i. Note that this cost is negative for detection scores over 0.5. This encourages
using confident detections in the final tracking solution. The affinity cost Cij
has the form − log(mij ), where mij is the matching score of detections i and j.
This is the score that we learn with a Convolutional Neural Network (CNN) in
our experiments. Detections further than 4 seconds apart are assigned a matching score of zero, to limit big temporal jumps. The entry and exit costs have
a common value of − log(0.1), as is common in tracking literature. Since we
associate detections, we benefit from including the additional context features
(e.g. relative distance, size) of [Leal-Taixé et al., 2016]. These are seamlessly
integrated to the matching network as input to the first fully connected layer.
Similarly to the appearance-only network, training this network on our data
raises the accuracy substantially, from 84% to 90%, compared to training on
MOT15.
The final trajectories are the result of minimizing Eq. (B.3), with the aforementioned costs, using the cutting planes algorithm. For more details on this
optimization, we refer the reader to [Zhang et al., 2008].

B.5

Tracklet association

In our experiments, c.f . Tab. 2b, we use our matching network to improve the
results of NOMT [Choi, 2015], the top-performing tracker in MOT15. We
provide the details in this section.
Tracking methods are known to have problems tracking objects through prolonged periods of occlusion [Kuo & Nevatia, 2011]. We make the observation
that appearance-based matching networks can help to solve this problem.
We formulate the tracklet-association problem as a matching problem. We
associate two tracklets i and j if the following conditions if: a) there matching
score is at least 0.8, b) if this score is at least 5% higher than any other matching
alternative, a typical best-to-second-best matching criteria [Lowe, 1999] and
c) if the tracklets fulfill some spatial and temporal constraints. The closest
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detections must be at most 4 seconds apart and at most one-fourth of the image
width away. The matching score between two tracklets is computed as the
median between 4 crops for each of them, uniformly sampled in a period of 2
seconds.
Our results show that we are able to reliably associate tracklets through lengthy
occlusions.
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