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Abstract
High-quality urban reconstruction requires more than
multi-view reconstruction and local optimization. The
structure of facades depends on the general layout, which
has to be optimized globally. Shape grammars are an established method to express hierarchical spatial relationships,
and are therefore suited as representing constraints for semantic facade interpretation. Usually inference uses numerical approximations, or hard-coded grammar schemes.
Existing methods inspired by classical grammar parsing
are not applicable on real-world images due to their prohibitively high complexity. This work provides feasible
generic facade reconstruction by combining low-level classifiers with mid-level object detectors to infer an irregular
lattice. The irregular lattice preserves the logical structure
of the facade while reducing the search space to a manageable size. We introduce a novel method for handling symmetry and repetition within the generic grammar. We show
competitive results on two datasets, namely the Paris2010
and the Graz50. The former includes only Hausmannian,
while the latter includes Classicism, Biedermeier, Historicism, Art Nouveau and post-modern architectural styles.

1. Introduction
Urban environments contain many man-made objects
which differ from natural objects by exhibiting highly regular structures. Man-made objects, for example facades, are
typically organized in logical hierarchies, for example, separation into floors. For the goal of globally consistent 2D
semantic segmentation of such facades, knowledge about
this structure is vital.
A popular method of encoding knowledge about the
high-level structure of facades are shape grammars, in particular split grammars. Such knowledge is represented in
parse trees which represent the logical facade structures.
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Figure 1. High quality complex architecture modeling through
shape grammar using symmetry and repetition.

The optimization of parse trees is a hard problem, as the
solution space is very large and has complex structure.
A well-known algorithm for parsing context-free grammars is the Cocke-Younger-Kasami (CYK) algorithm, a dynamic programming algorithm which iterates over all substrings of the input and all nonterminals of the grammar.
Schlesinger et al. [19] have adapted this algorithm for twodimensional split grammars. Unfortunately, the time complexity of O(w2 h2 (w + h)|G|) to match a grammar G with
|G| rules to an image with w × h pixels, is prohibitive for
real-world image sizes.
Consequently, research in shape grammar-based facade
segmentation has focused on Markov Chain Monte Carlo
(MCMC) and related methods to optimize the parse tree.
Statistical solutions on a high-dimensional solution space
has the problem of local minima, which requires a reduction of degrees of freedom and a reasonable initialization
for the optimization. Nevertheless, these sampling methods
can yield good results [2, 12, 25].
In contrast, Schlesinger’s modified CYK algorithm has
different strengths. Its running time depends only linearly
on the number of rules in the grammar, so large grammars
are possible. It is not a sampling-based method, so it can-
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not get stuck in local minima, and guessing a good initial
solution is not necessary. Finally, the CYK algorithm has
no problem with added local degrees of freedom, i.e. decisions that are independent between different branches of the
parse tree. For MCMC-based approaches, these increase the
overall complexity of the problem.
For these reasons, it is worthwhile to investigate how the
CYK algorithm’s time complexity problems can be overcome in practice. The CYK algorithm is efficient enough
for small inputs (w, h ≤ 60), but limiting input resolution
to that size is not feasible.
In this work, we therefore provide two contributions: We
combine the results of low-level classifiers and mid-level
object detectors to build an irregular lattice of sufficiently
low resolution. Further, we propose a novel CYK-based algorithm which supports symmetric and repeating structures,
and is able to handle input noise from the estimated likelihoods of the different classes for every lattice tile.

2. Related Work
Urban modeling has seen a wide range of methods to
produce 3D models. Multi-view reconstructions are used
to derive unstructured point clouds modeling the urban environment as sets of textured points or models [1, 8, 14].
Consequential works assume planarity and derive piecewise
planar models which greatly reduce the footprint to planar
partitions [15, 10, 29]. This is further refined to partitioning
images in terms of semantic regions [20, 11] and research
with focus on parsing buildings [4, 22, 30] introduced constraints and prior knowledge about the 3D scene geometry.
Shape grammars are a formal method well suited to describe the set of hierarchical partitions (in form of a parse
tree) of an image. They have originally been introduced by
Stiny et al. [21] for expressing the design of 2D line drawings. Based on the concepts from formal grammars (string
replacements), a shape design is expressed by a set of shape
matching and replacement rules. Shape grammars have
been studied in various areas, e.g. architecture design [16]
or brand retaining design of consumer products [7]. In recent years, shape grammars have been successfully applied
in computer graphics for automatic creation of variations
of a class of models. Wonka et al. [28] introduced split
grammars for the semiautomatic generation of architecture.
These concepts have further been extended by Mueller et
al. [17] into a shape grammar system called Computer Generated Architecture (CGA) shape.
There are a range of algorithms in the literature that determine parse trees for specific grammars [17, 3]. Similarly, the approach of Toshev et al. [26] identifies buildings
from unorganized 3D point clouds via parse trees of roof
structures. However, these approaches require to change
the algorithm if the grammar changes. Vanegas et al. [27]
combine shape grammar and Manhattan planarity for large

building outline modeling. A common approach to obtain
a solution is to formulate rule applications as a statistical
inference problem and use numerical approximation methods, e.g. Markov Chain Monte Carlo (MCMC). This has
been shown for facade segmentation in the work of Alegre et al. [2] and Ripperda et al. [18]. Recently, these methods have also been applied in computer graphics to find productions of grammar based procedural models given a high
level description of the desired result [23].
Most related to our approach is that of Teboul et al. [25],
where a context-free grammar is used to partition rectified
building facades into semantic image segmentations. The
process involves training a local classifier for the desired
terminal symbols and performing hierarchical splits to partition the image. The splitting process is guided by the lowlevel classifier probabilities and is designed to overcome the
limitations of the local structure regularization. However,
the optimization scheme, as well as the shape grammar, are
limited to a simple style of split combinations. In their work
they show results on Hausmannian and skyscraper-style facades, which contain highly regular structures. Such regular structures appear in the form of equally spaced window
terminals, simplified door layout and overall low complexity. While it is well-suited for Hausmannian architectural
styles, the approach might not scale well to less regular, but
still highly structured facade layouts which are present in
most other architectural styles.

3. Shape Grammar for Facade Parsing
We now introduced the proposed general grammar for
parsing the 2D facade structure and its relationship with
the 2D image space. A formal grammar is a tuple G =
(N, Σ, P, S) consisting of a set N of nonterminal symbols,
a set Σ of terminal symbols, a set P of production rules of
the form α → β, where α ∈ (N ∪ Σ)+ and β ∈ (N ∪ Σ)∗ ,
and a starting symbol (axiom) S ∈ N . A context-free grammar is a formal grammar where production rules are limited
to the form A → β where A ∈ N .
A split grammar is a context-free grammar where the
right-hand side of each rule consists either of a single nonterminal symbol, or of a terminal symbol (an operator) followed by zero or more non-terminal symbols, where the
number of non-terminal symbols matches the number of arguments expected by the operator.
A parse tree is an ordered tree whose interior nodes are
labeled by nonterminal symbols, and whose leaves are labeled by terminal symbols (operators) from the grammar,
and by an attribute a. The meaning of this attribute depends
on the operator. The root of the tree is labeled by the grammar’s starting symbol S. It follows from the restrictions we
have imposed on the rules that for each interior node (nonterminal), its leftmost child is a leaf (an operator) and its
other children are interior nodes (nonterminals) as well.
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We use d = op a d1 . . . dn to denote a parse tree, and D
for the set of all possible parse trees for a given grammar.
The number of arguments n is a constant for each operator
op. The attribute value a is taken from a set Aop which may
be different for each operator. The subtrees d1 through dn
are themselves parse trees, but with different start symbols.

where she set union operator is used to express the concatenation of labellings on adjacent ranges ri .
Additionally, our method allows each nonterminal symbol in the grammar to be annotated with minimum and/or
maximum sizes. Only parse trees are considered valid if the
extent of the nonterminal falls within the allowed range.

3.1. Operators and their Graphical Interpretation

3.2. Grammar Factorization

A range is a rectangular area of an image that may or
may not be mirrored around the y axis. Formally, a range r
is a tuple (x1 , y1 , x2 , y2 ) with y1 ≤ y2 . We write p ∈ r for
a point p = (x, y) iff ((x1 ≤ x < x2 ) ∨ (x2 ≤ x < x1 )) ∧
(y1 ≤ y < y2 ). For the mirrored version of a range, we
write r̄ = (x2 , y1 , x1 , y2 ).
To give a graphical interpretation of a parse tree d, we
define a function D(d, r) which maps the parse tree to a
labelling of the rectangular range r. This function can be
defined recursively for each operator.
There is exactly one label operator for each label (wall,
window, door, . . . ); a label operator takes no arguments and
represents a rectangular image area belonging to that class.
The remaining operators each split the range r they operate
on into several subranges ri . Our method supports the standard horizontal and vertical split operators, as well as horizontal and vertical alternating repeat and horizontal mirror
with center operators. The mirror operator describes the
common symmetry pattern ABĀ. The alternating repeat operators are an indexed family of operators alt(3), alt(5),
. . . which describe patterns of the form ABA, ABABA, . . . , respectively.
Each of these operators defines a set Aop of possible attribute values. For a standard split operator, the attribute
value indicates the (relative) position of the split line between the two parts, for the mirror and the alternating repeat operators, it is the position of the split between the A
and B parts. We could have defined a single alternating repeat operator whose attribute a also describes the number of
repetitions. Our approach provides more flexibility in that
it allows the grammar to express relations between the repetition counts in different parts of the facade. As we can
establish reasonable upper bounds on the repetition counts,
a variable repetition count can always be expressed by having one rule for each possible count.
To generalize, we observe that for each of the above operators, the number m of subranges is either equal to or
greater than the number of arguments n. Each subrange ri
is described by the sub-parse tree df (i) . The values of m, ri
and the function f may depend on the operator op, on the
attribute a from the parse tree and range r. We thus write:

Methods based on MCMC sampling need to keep the total degrees of freedom as low as possible. Teboul et al. [25]
do this by a process called factorization, i.e. where a standard grammar allows different attribute values in different
subtrees, they demand that all these attributes are assigned
the same value, thus reducing the number of degrees of freedom and imposing a more regular facade structure.
Dynamic programming based approaches are not affected by this. Many local decisions in local subproblems
do not pose a problem. Making global choices, however,
violates the optimal substructure condition. Factorization
can nevertheless be applied as a preprocessing step on the
grammar, which increases the number of rules.
Consider a grammar with rules S → split A A, A → b
and A → c. The decision between the terminal symbols b
and c is made independently for both occurrences of A. To
force the decision to be the same in both cases, we need to
use a factorized grammar with rules S → split AB AB ,
S → split AC AC , AB → b, and AC → c.
We have found this method useful for enforcing constraints like, e.g., equal numbers of floors in different parts
of a facade. The repeat and mirror operators also encode
some non-local structure that would otherwise need to be
expressed via grammar factorization.

D(op a d1 . . . dn , r) =

m
[

D(df (i) , ri )

4. Data-driven terminal symbols
The grammar inference parses the facade layout by valid
transitions between label operator terminals. These are the
basic semantic building blocks of a facade, for example,
wall, window, door, balcony, etc. They are denoted by labels L and will be used to guide the data-driven high-level
inference process by bottom up merit functions and the split
proposal initialization. Hence, for evaluating the probability of a pixel belonging to a final semantic class, we learn
two merit functions to infer class terminal labels ψ without
spatial extent and object terminal label θ with spatial extent.

4.1. Pixelwise merit
The merit function for the class terminal label is inspired
by semantic scene labeling [20, 13]. We use a pixelwise
classifier on local image features giving the log-likelihood
of each pixel belonging to a class terminal ψ ∈ Σ, as

(1)

Ψ(xi ) = −log(P (ψ|i))

i=1
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(2)

Figure 3. The irregular lattice is a rectangular splitting of the image
into tiles which depend on terminal symbols.

4.3. Irregular Rectangular Lattice

Figure 2. Examples of symmetry, repetition and varying sizes in
Historicism and Art Nouveau facades.

where i ∈ I is a single pixel and P is the probability for
class. For training we use Randomized Forests [6] in combination with raw RGB pixel intensities calculated over local
patches (size 15x15). Randomized Forests have the ability to efficiently evaluate high-dimension splitting as well
as handle noise in training data, coupled with low computational time for the evaluation. They have proven to be
well-suited for the task of semantic image classification, as
the independent low-level features for stuff classes without
specific spatial extent (i.e. sky, wall, roof, shop, etc.) can be
modeled sufficiently well by local patches.

4.2. Terminal merit
The second merit function is built on top of a detection
process, where an object detector is trained for each object terminal label. This is a higher-level approach to better
model object terminals with known spatial extent (i.e. windows, doors, etc). Equally, a set of pixels ci is assigned a
log-likelihood of belonging to an object terminal θ ∈ Σ, as
Θ(xci ) = −log(P (θ|ci ))

(3)

where ci ∈ I is a clique of pixels which defines the pixels
belonging to the same instance of the object terminal θ. The
clique of image pixels are determined by the provided rough
outline in form of bounding boxes by the object detectors.
The merit is usually available as terminal-wise merit, and
we transfer it to a pixelwise merit Θ(xi ) by evaluating it
for each i ∈ ci of the clique. For training we use Hough
Forests [9], where positive and negative object samples are
extracted from the training data. Hough Forests share the
ability to evaluate high-dimension splitting and further incorporate object center location in the training.

Classically the labelling solution is sought by the maximum a posterior (MAP) solution x∗ = argminx Ψ(xi ) +
Θ(xi ), however, we are interested in a shape grammar parsing of the image, which incorporates high-level structure information from class and object terminals labels and logical
structures such as floors, symmetries and repetitions.
Unfortunately, any inference approach in this scenario
suffers from the curse of dimensionality. Contrary to previous work, which assumes factorization [25], fixed discretization [17], even equal height/width of terminal symbols [24], we allow a wider range of facade interpretation
and do not restrict the parsing. Our only assumption is
placed on rectified image data, which provides orthogonal
frames for buildings. Unlike the above assumptions, this is
valid for a wide range of architecture styles, see Figure 2.
Our solution to the curse is based on an irregular rectangular lattice. Such a lattice is a splitting of the orthogonal
building frame into lattice tiles of varying width and height.
Roughly speaking, each tile represents the range of a terminal symbol, see Figure 3 for an example lattice overlaid
over the annotation (left) and image data (right).
The lattice is our initialization for the inference process
and is defined by vertical and horizontal split lines. We
solve each dimension independently as we do not constrain
the solution to be regular. A split line is a transition which
divides the image space into tiles, where neighboring tiles
may belong to a different terminal label. Given the joint
distribution of the image from the pixelwise classifiers, we
are looking for the marginalized label transitions for each
dimension, which align well with image data. Based on the
merit functions, we define the problem of finding optimal
label transitions as minimizing the following energy term

E(x) =

X

Ψ (xi ) +

X

Θ (xi ) + λ

X

Υ (xi , xj ) , (4)

where Ψ(xi ) and Θ(xi ) are our pixelwise and terminal-wise
likelihoods and Υ(xi , xj ) is a standard contrast sensitive
Potts model to align the solution to the image data. Since
the likelihoods can be quite noisy, λ is set high (20). We
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use a standard graph cut to efficiently solve this energy minimization problem [5].
To infer the split lines from the label transitions, we define a transition image T , where the neighborhood function
between pixels is defined as

0 if xi = xj
0
Υ (xi , xj ) =
,
(5)
1 if xi 6= xj
where xi and xj are the inferred labels of two neighboring
pixels. This transition image is an indication of semantic
change between the terminals. To extract split lines, we
marginalize out each dimension by
X
T (X 0 = x0 ) =
T (X 0 = x0 , Y 0 = y 0 ),
(6)
y
0

0

where T (X = x ), for example, are the lattice split lines
along the x-axis. Hence, in our facade parsing method
we initialize certain split proposals, which remove a large
portion of the search space. For the remaining space, the
split proposals functions are evaluated to guide the inference method, described in the next section. As it is difficult
to write a perfect generic detector for each category with
large intra-class variance, the marginalization allows us to
only require one terminal detection per floor and column,
which is enough to provide the layout initialization.

5. Grammar Matching
In this section we describe our novel inference for matching a lattice to the grammar. The modified CYK algorithm
finds a solution by minimizing a cost function c(d, I) over
all possible d ∈ D:
∗

d = argmin c(d, I),

for all possible values of a for the operator mentioned in
each rule and choosing the minimum. This assumes that all
subproblems (ri , Si ) have already been processed, which
can easily be guaranteed by processing smaller ranges first.

5.1. Cost Function
Let us now define a cost function that implements a maximum a posteriori probability estimator.
From the grammar, we get a prior probability distribution
over all facades. As we are not currently using a stochastic
grammar, this distribution is uniform for all segmentations
that can be described by a parse tree, and zero for all “impossible” segmentations. Thus, we maximize the posterior
probability over the set of all parse trees D (rather than over
the set of all possible labellings). We want our cost function
to be the log-likelihood of the parse tree:
c(d, I, r) = − log P (D(d, r)|I).

In order to implement the estimator, we need a cost function that fulfills the optimal substructure condition (8) and
approximates this ”ideal” cost function. First, we check
whether any size constraints for the nonterminal symbol at
the root of the current parse tree are violated. If so, the
parse tree is assigned infinite cost. Otherwise, we proceed
according to the operator used at the root of the parse tree.
For label operators, we calculate c by summing up the pixelwise merits Ψ from Section 4.1 for all pixels in the range r.
For the other operators, we get (using Equation 1 and the
assumption that the subtrees di are statistically independent
from each other):

c(op a d1 . . . dn , I, r) = − log

(7)

m
Y

P (D(df (i) , ri )|I)

i=1

d∈D

where the set D denotes the set of all possible parse trees.
Dynamic programming algorithms like CYK require the socalled optimal substructure property, i.e. it must be possible
to efficiently calculate the optimal solution from the optimal solutions to its subproblems. A subproblem in our case
means finding the optimal way of matching a given nonterminal against a given rectangular subrange of the input. We
write q(I, r, S) to denote the optimal match for a nonterminal S on the subrange r of input I.
We therefore require that given an operator op (that takes
n arguments), an attribute value a and a range r, we can
efficiently determine n subproblems (ri , Si ), such that

(9)

=

m
X

c(df (i) , I, ri )

(10)

i=1

In the case of the standard (vertical and horizontal) split
operators, this boils down to c(d1 , I, r1 ) + c(d2 , I, r2 ),
which fulfills the optimal substructure condition (8).
In the general case, which includes the mirroring and alternating repetition operators, we get a cost function that
violates the optimal substructure condition by matching the
same subtree against multiple subranges:
c(mir a d1 d2 , I, r) = c(d1 , I, r1 ) + c(d2 , I, r2 )
+ c(d1 , I, r¯3 )
(11)
m
X
c(alt(m)a d1 d2 , I, r) =
c(d1 , I, ri )

min c(opa d1 . . . dn , I, r) = c(opa d∗1 . . . d∗n , I, r), (8)

d1 ...dn

where d∗i = q(I, ri , Si ) are the optimal solutions for the
subproblems.
The optimal solution for (r, S) can thus be determined
by calculating the costs for all rules applicable to S and

+

i=1,3...
m
X
i=2,4...
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c(d2 , I, ri )

(12)

Clearly, the di which minimize these costs are not necessarily the optimal solutions d∗i = q(I, ri , Si ) on any of
the subranges. It is, however, a reasonable approximation
to assume that they are.
Making that assumption still does not make the algorithm efficiently implementable. The cost of the optimal
sub-solutions, c(d∗i , I, ri ), has already been calculated by
previous iterations of the dynamic programming algorithm,
but the costs c(d∗i , I, rj ) for i 6= j have not. We therefore estimate these costs based on values that are more readily available, such as the costs c(d∗i , I, ri ) and c(d∗j , I, rj ),
which are already pre-calculated. We also introduce a dissimilarity estimate ∆(I, ri , rj ), which indicates the probability that two ranges should have the same labeling:
∆(I, ri , rj ) := −logP (xri = xrj |I)

(13)

This can be calculated from Ψ, again assuming statistical
independence between the pixels. In Section 5.3, we will
see how it can be precalculated for efficient lookup.
We can estimate the probability that two ranges can be
explained by the same parse tree using the probability that
one of the ranges can be explained by the parse tree and the
probability that the ranges have the same labelling:
P (xri = D(d∗i , ri ) ∧ xrj = D(d∗i , rj )|I)
= P (xri = D(d∗i , ri ) ∧ xri = xrj |I)
≈ P (xri = D(d∗i , ri )|I)P (xri = xrj |I)

(14)

Taking this estimation together with the fact that
c(d∗i , x, rj ) ≥ c(d∗j , x, rj ), we get
c(d∗i , x, rj ) ≈ max(c(d∗j , x, rj ), ∆(x, ri , rj )).

(15)

5.2. Inference on the Lattice
For the basic horizontal and vertical split operators, the
irregular lattice amounts to limiting the choices for the attribute values a at the various parse tree nodes. The result
is equivalent to maximizing posterior probability under the
assumption that each lattice tile has a homogenous label.
For mirror and repeat operators, the situation is slightly
more complicated. In an application of the mirror operator,
if the subrange r1 is exactly representable on the lattice, the
subrange r¯3 that is its mirror image might not be, and vice
versa. Likewise, the various subranges ri of a repetition
operator will usually not fit exactly.
The subproblem solutions d∗i are therefore calculated on
the closest range actually available in the lattice, and then
used as an approximation for the exact range. This has the
effect of adding the split lines required by the symmetries
and repetitions to the output labelling, even if they have not
been found during the lattice generation phase. We define
the dissimilarity ∆ on ranges of different sizes to be the ∆
between the smaller range and the corresponding subrange
in the center of the larger range, plus an extra penalty value
proportional to the difference in areas.

Figure 4. Left to right: orthophoto, MAP segmentation, grammar
segmentation and ground truth labels (Paris2010).

5.3. Algorithmic Complexity
Given a width w and a height h, the number of subranges
is O(w2 h2 ). The space complexity of a simple implementation of the algorithm is therefore O(w2 h2 |N |), where N
is the set of nonterminal symbols.
For every subrange and nonterminal, a rule and the appropriate value for the attribute a ∈ A has to be chosen by
exhaustive search; thus, the total number of cost function
evaluations is O(w2 h2 |A||G|).
For our set of operators, |A| ≤ w for all horizontal
operators and |A| ≤ h for all vertical operators, yielding
A = O(w + h).
The dissimilarity estimate ∆(x, ri , rj ) can be precalculated in order to allow constant-time lookup. To achieve
that, we make use of the fact that ri and rj either occupy
the same range of x coordinates (when used by the vertical
alternating repeat operator), or the same range of y coordinates (mirror and horizontal alternating repeat operators).
Furthermore, note that ∆ of a pair of ranges of the same
height is the sum of the ∆ values on the individual rows of
pixels. We therefore need a lookup table with entries for
every y coordinate and for every possible pair of same-size
ranges of x coordinates for the horizontal operators, and another similar lookup table for the vertical operators.
The size of these lookup tables is O(w3 h + h3 w), filling
the tables takes O(w4 h + h4 w) time. As w and h are on the
same order of magnitude, this is dominated by the running
time of the CYK algorithm itself.

6. Experimental Evaluation
In this section, we evaluate our method on two datasets,
which show rectified building facades with high intra-class
variance and occlusions. Both consists of semantic classes
such as window, wall, balcony, door, roof, shop and sky.
The images are annotated pixelwise with an additional
(void/outlier) class. The train/test protocol specifies training
on 60% of the images, and testing on the remaining images.
The Ecole Centrale Paris Facades (short: Paris2010) is a
dataset by Teboul et al. [25], which consists of 30 images
taken from rue Monge in the fifth district of Paris, resem-
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Table 1. Single architecture (Paris2010): Semantic class-wise interpretation evaluation. See text for details.
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Figure 5. Lattice confidence: Compared to standard split proposals
based on gradients, our detection-based proposals achieve a higher
precision/ recall (+35% at EER, top: Graz50, bottom: Paris2010).

bling solely Hausmannian architecture with highly regular
structures, where factorization assumptions work well.
Furthermore, we created a new dataset (Graz50) containing 50 images taken from various locations in the historical
Austrian city of Graz. It includes architectural styles such as
Classicism, Biedermeier, Historicism (neo-renaissance and
neo-baroque), Art Nouveau and as well as various modern
styles, demonstrating a wider range of facade layouts than
the Paris2010 dataset. Therefore, the constraints for factorization and shop-level separation limit the grammar inference more than they help. The ground-level floor contains high variation in layout for shop and residential floors,
which may or may not follow the remaining floor layout.

6.2. Segmentation
Since the goal is to derive the logical structure of facade layouts, we want to show how well the facade models our algorithm infers fit the actual layout. We follow the
segmentation-based evaluation common to semantic scene

(c)

(d)

Sky

Global

Class

IoU

Method
MAP
Our

Door

Figure 6. (a) Orthophoto, (b) grammar segmentation overlay,
(c) parsed structure with detected symmetry and repetition for this
Historicism example, and d) parse tree transformed into 3D model.

Wall

The irregular lattice for each facade provides the splitting
proposals for the grammar inference process. Compared to
related work [14, 25] which uses gradient-based split proposals, we base our proposals on mid-level information of
the terminal detection. To evaluate the effectiveness of such
mid-level information, we compare the ground truth splits
from the annotation data to the split proposals and evaluate
classical recall and precision. As shown in Figure 5 we substantially outperform (+20-35% at EER) the gradient-based
methods for both split directions (x,y) and both datasets.

(b)

Window

6.1. Lattice generation

(a)

60
60

66
84

57
41

80
91

66
78

65
69

43
58

Table 2. Multi architecture style dataset (Graz50): Semantic segmentation evaluation by global, class-wise, and IoU average.

interpretation and evaluate the accuracy in terms of pixel average, class-wise pixel average, and the intersection/union
pixel average. As shown in Table 1, we reach competitive performance on the simple Hausmannian architecture.
Figure 4 demonstrates results on a single facade from this
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dataset. Additionally, we show that our grammar matching
also works well for more difficult architectural styles using
a different grammar, as shown in Table 2. Since a segmentation may not capture the actual structure, we also show a
qualitative example (see Figure 6) of a parsed facade, which
shows how flexible symmetry and repetition is detected as
opposed to factorization constraints.

7. Conclusion and Future Work
In this work we showed a novel approach to general facade reconstruction which is not limited to fixed grammar
rules or hard-coded inference implementations. We proposed a method to combine low-level classifiers with midlevel object detectors to infer an irregular lattice which reflects the semantic changes on a facade. This lifts the constraints of high complexity of existing methods and allows
practical solutions for real world images and generic grammars. Our matching algorithm supports hierarchical spatial
relationships as well as symmetries and repetitions. The experiments on two datasets with various architectural styles
show, our approach is competitive in terms of segmentation
accuracy, while at the same time is able to handle grammars
with more complex structures at reduced runtime.
Future work is directed at reducing the search space for
valid non-terminal configurations and further introducing
depth and 3D information into the process.
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